Preface
Decoherence is an ubiquitous effect observed in quantum mechanics, driving quantum systems
towards the classical regime. It is detrimental to quantum computers, and for a long time was
thought to be a fundamental obstacle to the physical realization of quantum computation. However,
it turns out that decoherence is not a fundamental obstacle, rather it can be overcome by the
techniques of quantum error-correction and fault-tolerant quantum computation.
This course teaches those techniques and how to apply them. The capstone result presented is
the so-called threshold theorem of fault-tolerant quantum computation. It says that arbitrarily long
quantum algorithms can be run efficiently on imperfect quantum computer hardware, as long this
hardware matches a certain accuracy threshold. Slightly simplified, if the logical error introduced
by decoherence per quantum gate is below a critical threshold, then the faulty gates are pretty
much as good as prefect gates.
These lecture notes are organized as follows. Section 1 is background material, on aspects of
non-relativistic quantum mechanics relevant for this course, and on universal quantum computation. The subsequent for sections form the core part of this course, and build on one another.
Section 2 is on the basic ideas of how to protect quantum information from decoherence and store
it for very long times, namely through encoding and quantum error correction on the encoded
information. Section 3 introduces a broad class of quantum codes for which error correction is
efficient and well-understood—the stabilizer codes. In Section 4, we transition from merely storing
quantum information to computing on encoded quantum data in a fault tolerant way. Section 5
is about architecture questions in fault-tolerant quantum computation; e.g. How does one faulttolerant quantum compute when the only interactions available are short-range? Time permitting,
in Section 6 we discuss error-mitigation techniques for the NISQ era.

1

Background

1.1

Basics of non-relativistic quantum mechanics

In this section we summarize the basics of non-relativistic quantum mechanics that we will need in
this course (all standard Phys 500 material). We recap the definition of pure and mixed quantum
states in Hilbert space, entanglement, unitary evolution and measurement.
1.1.1

The Stern-Gerlach experiment

The Stern-Gerlach experiment was conducted by Otto Stern and Walter Gerlach in 1922, in Frankfurt, Germany. The purpose of the Stern-Gerlach experiment was to test the Bohr-Sommerfeld
hypothesis that the direction of the angular momentum of a silver atom is quantized. The interpretation we give to the experiment today, focussing on the spin of electrons, is due to Uhlenbeck
and Goudsmit (1925).
In the experiment, silver is heated in an oven, such that vapour forms above the molten metal.
Individual silver atoms escape from the oven through a small hole in one of its walls, and the flux
is collimated into a beam. This beam is subjected to an inhomogeneous magnetic field, where the
silver atoms are deflected depending on the orientation of their electron spin; see Fig. 1 (a). While
passing through the inhomogeneous magnetic field region, the silver atoms experience a force
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(1)

Therein, µ is the magnetic moment of the 47th electron in the silver atom. It is proportional to
the electron’s spin s. All other electrons are paired into singlets and don’t contribute. The nuclear
spins can be neglected, because the magnetic moment is inverse proportional to the particle mass.
The point of Eq. (1) is that the force Fz deflecting the silver atoms is proportional to the zcomponent sz of the electron spin. For an upward-pointing spin, the silver atom is deflected upward,
and for a downward-pointing spin downward. Since the silver atoms approach the magnetic field
region with a random orientation of their spin, the classical expectation for every atom is that the
deflection is a continuum between the extremes of spin-up and spin-down. Hence the signature on
the screen, formed by very many silver atoms, should be blurred; see Fig. 1 (b).
However, this is not what the experiment finds. Rather, the screen shows only two separate
dots, and a void in between. It is as if the spin came into the magnetic field region either pointing
strictly upwards or downwards.
The Stern-Gerlach experiment illustrates in a drastic manner the disagreement of quantum
phenomena with classical explanations. As such, it motivated—along with the findings of Planck,
Einstein, Sommerfeld, Bohr and others which preceded it—the search for an adequate formalism to
reason about quantum phenomena both qualitatively and quantitively. This formalism has been put
in place not too long after the Stern-Gerlach experiment, covering all phenomena of the quantum
world in the non-relativistic limit.
In the remainder of this lecture we describe the basics of the quantum formalism, covering
quantum states, entanglement, unitary evolution and measurement. It is assumed that all the
material below is known from previous QM courses. We include it here only to put everybody on
the same page.
Before we proceed, a remark about the oddity of quantum mechanics. It seems adequate to
make it once, and thereafter we shall not return to it in this course. The numerical accuracy of the
predictions made by quantum mechanics is simply stunning. But despite its success, the quantum
formalism is poked at from another direction: it poses difficult problems of interpretation. Much of
this has to do with measurement. Namely, a quantum measurement changes the object measured
(unheard of in classical physics), invoking a “collapse of the wave function”. And thus, about
interaction between matter (a measurement device) with matter (the measured object) one may
ask: What triggers a wave function collapse, as opposed to not collapsing and proceeding according
to the standard Schrödinger evolution? Questions like this source the field of “interpretations of
quantum mechanics”, and they have never abated since the beginnings of quantum theory.
To emphasize this unusual state of affairs, we note that no discussions of “interpretations of
electromagnetism” rage on, even though, at the time, Maxwell himself thought it important to aid
the understanding of his theory with mechanical models. These models are now a mere curiosity.
The notion of the “electromagnetic field” and the Maxwell equations had been a lot to take in back
then, but for a long time now they have fully sunk in. Quantum mechanics appears to be different—
the discussions about its foundation and interpretation don’t go away. One feels reminded of the
history of the fifth postulate in Euclidean geometry.
1.1.2

Quantum states

Pure states. In quantum mechanics, the properties of a physical system are encoded in its state.
We begin with a special type of states, so called pure states, which we subsequently simply call
states. The places where quantum states live are Hilbert spaces. A Hilbert space H is a vector
space over the complex or real numbers (henceforth we focus on the complex case), which has an
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Figure 1: The Stern-Gerlach experiment. (a) Experimental setup, consisting of an oven, beam
collimator, magnet producing an inhomogeneous field, and screen. (b) Classical and quantum
prediction for the screen reading. The experiment decides in favour of the quantum prediction.

inner product. Namely, for two states |φi, |ψi ∈ H, the inner product is
hφ|ψi ∈ C.
It has the properties that hφ|ψi = hψ|φi∗ , and for all |ψi ∈ H it holds that R 3 hψ|ψi ≥ 0, and
hψ|ψi = 0 only if |ψi = 0. Finally, H is complete, i.e., every Cauchy sequence in it converges.
Being vector spaces, Hilbert spaces have bases B = {|ai i, i = ...}, such that, for any fixed basis,
every element |ψi ∈ H can be written in a unique way as
X
|ψi =
ci (ψ) |ai i, ci (ψ) ∈ C.
i

|B| is the dimension of H. In this course, we are only interested in Hilbert spaces of finite dimension.
Among the bases of any given H, we are particularly interested in orthonormal bases, which
satisfy
hai |aj i = δij , ∀|ai i, |aj i ∈ B.
Also, in what follows—in particular the statement of the Born rule for measurement—we adopt
the normalization condition
hψ|ψi = 1,
for all quantum states |ψi considered.
A first example for the usefulness of the inner product in quantum mechanics is the notion of
the expectation value of an observable A given a state |ψi. In quantum mechanics observables are
represented by Hermitian operators. Then, the expectation value of an observable A is the average
outcome of a measurement of A, averaged over many measurement events. It does not typically
correspond to outcomes of individual measurement.
The expectation value of an observable A given the quantum state |ψi is
hAiψ := hψ|A|ψi.

(2)

To manifestly relate this to the inner product, hAiψ may be evaluated as hAiψ = hψ|(A|ψi) (all
multiplication here is associative).
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Mixed states and density operators. Mixed states were not explicitly discussed in class, for
it is assumed that they are known. Nonetheless, we include their definition here for reference.
Motivation. Consider a stream of spin-1/2 particles where each spin is pointing up (wrt the
z-axis) with a probability of 1/2, and pointing down with a probability of 1/2. How do we describe
this physical situation?
A suggestion one might come up with is to choose the state with same amplitudes for then
spin-up and spin-down components,
| ↑i + | ↓i
√
.
(3)
2
Indeed, the probabilities for finding the spin pointing up or down are indeed both equal to 1/2, as
required.
However, this is not enough. The suggested state must give the right expectation values and
probabilities for every possible observable on the given physical system. So let us consider the
measurement of Ŝx . For a 50/50 mixture of | ↑i and | ↓i—or any classical mixture—the rules
of classical probability theory apply, in particular Bayes’ rules for conditional probabilities. The
probability for finding the “up” result in a measurement of Ŝx equals the probability of having
| ↑iz times the conditional probability of finding the “X-up” result in the measurement of | ↑iz
plus the probability of having | ↓iz times the conditional probability of finding the “X-up” result in
the measurement of | ↓iz . Thus, the probability of finding “X-up” for the given mixture should be
1/2 ∗ 1/2 + 1/2 ∗ 1/2 = 1/2. However, for the state in (3) we find that the same probability should
be unity. Contradiction.
We might seek to avoid this contradiction by changing the relative phase in (3) from “+” to
some eiφ , but it will not help. While the discrepancy may cease for Ŝx , there will always be an
observable for which it persists (can you show that?).
Definition of the density operator. We now slightly generalize the setting of the Motivation.
Consider the ensemble E of quantum states,

E = pi , |φi i .
This means that states |φi i are drawn randomly from a set, with probabilities pi . For this ensemble
and for any operator A, the expectation hAiE is
X
hAiE =
pi hφi |A|φi i.
i

We may now manipulate this expression, as follows
P P
hAiE =
p
hφ |jihj|A|φi i
Pi i Pj i
=
p
hj|A|φi ihφi |ji
Pi i jP
=
j hj|A ( i pi |φi ihφi |) |ji
= Tr Aρ,
where
ρ :=
Definition 1 For an ensemble E =
operator.

P

i pi |φi ihφi |

.

(4)


P
pi , |φi i , ρ :=
i pi |φi ihφi | is the corresponding density
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If a density operator has an eigenvalue of 1 then it is called pure. Otherwise, a density operator is
called mixed. All pure density operators are of the form ρ = |ψihψ| for some state |ψi ∈ H (can
you show this?). Thus, they have an ensemble representation with just one state in it. That’s the
reason for calling such states pure.
Let’s see what we have achieved. The just-derived expression
hAiE = Tr Aρ

(5)

for the expectation value of A is the counterpart and generalization of our earlier formula hAiψ =
hψ|A|ψi. Our new expression necessitated the definition of a novel object describing the state of
quantum systems, namely the density operator. With the new construct in hand, we can now
efficiently describe classical mixtures of quantum states. This was previously cumbersome. The
density operator ρ is thus a useful generation of the notion of the quantum state |ψi. As Eq. (5)
makes clear, all the properties of a given quantum system are encoded in its density operator ρ.
We may now specialize to the exact situation of the Motivation section. The 50/50 mixture
encountered there was
1
1
ρ50/50 = | ↑ih↑ | + | ↓ih↓ |.
2
2
Remark. While the density operator ρ for a given ensemble E is unique, the converse is not true. A
given density operator will in general have multiple representations as an ensemble. For example,
the above density operator ρ50/50 is also described by an ensemble E 0 = {(1/2, | ←i), (1/2, | →i)}
of spins pointing up and down in the x-direction,
1
1
ρ50/50 = | ←ih← | + | →ih→ |.
2
2
Properties of density operators. Irrespective of any further specification of the system under
consideration, all density operators ρ have the following three important properties:
1. Hermiticity: ρ† = ρ.
2. Normalization: Tr ρ = 1.
3. Non-negativity: hψ|ρ|ψi ≥ 0, ∀ |ψi ∈ H.
Problem 1. Demonstrate the above three properties, starting from Definition 1 (where all states
in the ensemble are normalized to unity).
1.1.3

Separability vs. entanglement

Tensor product Hilbert spaces. Tensor product Hilbert spaces describe physical systems with
a number of independent degrees of freedom, and are thus very important. As an example, consider
a chain of n spin-1/2 particles. We already know that the state of each individual particle lives in
a Hilbert space H1 = C2 . But the combined system is also quantum mechanical, hence must live
in a Hilbert space Hn . But how is Hn constructed?
To approach this question, we choose for each of the n spins 1/2 a basis, say the local eigenbasis
of Ŝz . Every spin i may point up or down which we write as |0ii and |1ii respectively. The special
quantum states where each spin is either pointing up or down we may then described by an ncomponent binary vector s such that the state of the i-th spin is |si ii . The state of all n spins in
this configuration is |si which we write as
|si = |s1 i1 ⊗ |s2 i2 ⊗ ... ⊗ |sn in .
6

(6)

Therein, the symbol “⊗” represents the tensor product between states. It signifies that the states
joined by it refer to different degrees of freedom. Between the tensor product and the addition of
Hilbert space vectors holds a distributive law,
|αi1 ⊗ (|βi2 + |γi2 ) = |αi1 ⊗ |βi2 + |αi1 ⊗ |γi2 .
Now, the n-particle Hilbert space is the linear span of the basis states Eq. (6),

Hn = span |si, s ∈ (Z2 )n .
Even if we used a special basis to define it, the n-particle Hilbert space Hn is a basis-independent
construct (show it!), and we write
(1)

(2)

(n)

Hn = H1 ⊗ H1 ⊗ ... ⊗ H1 .
Remark. The dimension of Hn in the example just discussed is dim(Hn ) = 2n . As a result, the
size of the matrices representing operators acting on Hn grows exponentially fast in the number n
of degrees of freedom. This illustrates why quantum mechanics problems are so hard to put on a
computer.
Example. To make all this more concrete, let’s consider the special case of two tensor factors,
(1,2)
(1)
(2)
i.e. H2
= H1 ⊗ H1 , where each tensor factor is still a two-dimensional Hilbert space. There
are 2 × 2 = 4 basis states |si, namely |(0, 0)i = |0i1 ⊗ |0i2 , |(0, 1)i = |0i1 ⊗ |1i2 , |(1, 0)i = |1i1 ⊗ |0i2 ,
(1,2)
(1)
(2)
and |(1, 1)i = |1i1 ⊗ |1i2 . A general state |Ψi ∈ H2
= H1 ⊗ H1 has the form
|Ψi1,2 = c00 |0i1 ⊗ |0i2 + c01 |0i1 ⊗ |1i2 + c10 |1i1 ⊗ |0i2 + c11 |1i1 ⊗ |1i2 .
In the above, the local Hilbert space dimension of 2 was chosen only for simplicity. Tensor
products can be formed between Hilbert spaces of any dimension, and the dimensions do not need
to be the same in different factors. If dim(HA ) = a and dim(HB ) = b then dim(HA ⊗ HB ) = ab.
Entanglement. The basis states |si in Eq. (6) by their very construction have the property of
being tensor product states, |si = |s1 i1 ⊗ |s2 i2 ⊗ ... ⊗ |sn in . General states |ψi ∈ Hn = (C2 )n will
not have this property. That is, in general
|ψi =
6 |αi1 ⊗ |βi2 ⊗ .. ⊗ |ζin .

(7)

A quantum state that satisfies the condition Eq. (7) for all local states |αi, |βi, .. , |ζi is called
entangled. Entanglement is a core property of quantum mechanics that sets it apart from classical
physics.
A prototypical entangled state between two spin-1/2 systems A and B is
| ↑iA ⊗ | ↓iB − | ↓iA ⊗ | ↑iB
√
.
2

|Φi =

We will meet this state in the discussion of “superluminal communication” and teleportation.
The notion of entanglement can be extended to the more general case of density operators, as
follows
Definition 2 A quantum state (density operator) ρ shared between parties 1,2, .. , n is called
separable if it can be written in the form
X
ρ=
pi ρ1 (i) ⊗ ρ2 (i) ⊗ .. ⊗ ρn (i),
(8)
i

where
all ρk (i) are valid density operators local to the respective parties k, pi ≥ 0 for all i, and
P
i pi = 1. Otherwise ρ is called entangled.
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Remark. Separable states can be created by local operation and classical communication
(LOCC). Entangled states cannot.
It is worthwhile to specialize the above Definition 2 to pure states. A pure n-party state |ψi is
separable if it can be written in the form
|ψi = |ψ1 i1 ⊗ |ψ2 i2 ⊗ .. ⊗ |ψn in ,
and is entangled if it cannot be.
1.1.4

Evolution of quantum states

There are two extreme modes of evolution in quantum mechanics, unitary evolution and projective
measurement. The former is deterministic and reversible; the latter probabilistic and irreversible.
We discuss both in this section.
Unitary evolution. Unitary evolution on a quantum state |ψi is described by the action of a
unitary linear operator U ,
|ψi 7→ U |ψi.
“Linear” means that for any pair |ψi, |φi ∈ H, and any pair of constants a, b ∈ C, it holds that
U (a|ψi + b|φi) = a U |ψi + b U |φi.
“Unitary” means that
U U † = I = U † U.

(9)

Unitary evolution has the property of preserving the norm hψ|ψi of every quantum state |ψi.
Btw, the evolution according to the Schrödinger equation is unitary (Can you show this?).
Measurement. In quantum mechanics, observed quantities are represented by Hermitian operators A, A† = A, such that the measured outcome in an individual measurement is always an
eigenvalue of the measured observable, and, irrespective of the quantum state before the measurement, the state after measurement is an eigenstate of the measured operator. This tells us that
in quantum mechanics, the act of measurement changes the measured quantum state. This is
a new feature when comparing to classical physics, and it has many applications—teleportation,
measurement-based quantum computation, quantum error-correction, to name a few.
Let’s begin with the simplest case, pure states and non-degenerate spectrum of the measured
observable A. Assume the outcome λi , an eigenvalue of A, was obtained in the measurement of the
observable A on the state |ψin i. Then, for the post-measurement state |ψout (λi )i it holds that
A|ψout (λi )i = λi |ψout i.

(10)

This is the Dirac postulate. In the case of non-degeneracy, it determines the quantum state after
measurement completely, given the measured eigenvalue λi .
This leaves us to describe how the measurement outcome λi is picked. According to the formalism of quantum mechanics, this is a truly random event. The probability of obtaining the
eigenvalue λi in the measurement of A is
p(λi ) = |hψout (λi )|ψin i|2 .
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(11)

This is the Born rule. The Dirac postulate Eq. (10) and the Born rule Eq. (11) fully describe the
measurement process.
Remark: Starting with the famous Einstein-Podolsky-Rosen (EPR) paper [5], scientists wondered whether the Born rule really is all there is to say. Maybe it rather is a consequence of an
underlying more fundamental theory in which the measured quantum system “knows” which outcome each measurement on it will produce, and only the experimenter doesn’t have this knowledge?
This path of inquiry leads to the notion of “hidden variable models”; such models were suggested
in the EPR paper of 1935, but their viability was not studied therein. However, with mild additional assumptions, hidden variable models were later ruled out. First, Bell’s theorem shows that
under the additional assumption of locality, the predictions of hidden variables must differ from
the predictions of quantum mechanics [25]. Experiment has ruled in favour of quantum mechanics
[24]. Further, under the assumption of non-contextuality–which means that the value λ(A) assigned to an observable A for a given state is independent of which other compatible observables
are measured jointly with A (a reasonable assumption)—hidden variable models are also internally
inconsistent. This is the content of the Kochen-Specker Theorem [26].
In our discussion of measurement, we now proceed to the case with degeneracy. It is very
important for applications in quantum computation, because observables measured are often local
to one party in a multi-partite system, e.g. of form ZA ⊗IB , which immediately leads to degeneracy
in the eigenvalues.
In the degenerate case, the Dirac postulate of Eq. (10) still holds, but it doesn’t fully specify
the outgoing quantum state |Ψout (λ)i. To fully describe measurement, we introduce the projectors
Pi onto the eigenspaces of the measured observable A corresponding to the respective eigenvalues
λi . Being projectors, the Pi satisfy
Pi† = Pi = Pi2 ,
and also
X

Pi = I.

i

Now, given the outcome λi , the post-measurement state is
Pi |ψin i
|ψout (λi )i = p
.
hψin |Pi |ψin i

(12)

The probability for obtaining the outcome λi is
p(λi ) = hψin |Pi |ψin i.

(13)

Eqs. (12) and (13) are the dirac postulate and the Born rule, respectively, for the degenerate case.
Problem 2. Show that for any observable A, the probability of obtaining one of the possible
outcomes λi is 1.
Problem 3. In case of non-degeneracy, the projector Pi onto the eigenspace corresponding to
eigenvalue λi becomes Pi = |ψout (λi )ihψout (λi )|. Show that with this relation, Eqs. (12) and (13)
reduce to their non-degenerate counterparts Eqs. (10) and (11).
One restriction in the the description of measurement still remains to be removed, namely that
to pure states. But this now straightforward. Relating density operators to ensembles of pure
9

states, we find that Eqs. (12), (13) generalize to density matrices as
outcome λi : ρin −→ ρout (λi ) =

Pi ρin Pi†
, probability of outcome λi : p(λi ) = Tr(Pi ρin ). (14)
Tr(Pi ρin )

To conclude the discussion of measurement, we return to the relation between the value obtained in
an individual measurement, which is an eigenvalue of the measured
observable, and the expectation
P
value. By definition, the expectation value hAiρ is hAiρ = i p(λi )λi . Using the above description
of quantum measurement, we have to show that this agrees with the expression stated earlier in
Eq. (5), namely hAiρ = Tr(Aρ). We have
P
hAiρ = Pi p(λi )λi
=
i Tr(P
P i ρ)λi
= Tr ([ i Pi λi ] ρ)
= Tr (Aρ) .
1.1.5

The no-cloning theorem

Motivation.

Let us return to the earlier mentioned Bell state, or spin singlet,
|Φi =

| ↑iA ⊗ | ↓iB − | ↓iA ⊗ | ↑iB
√
.
2

(15)

Suppose that this state is prepared between two parties A and B, and party A performs a measurement of its spin in the Ŝz -basis (spin up vs down). Then, if the outcome ↑ is produced, it is
clear that the spin at B has been projected into ↓. Likewise, if the measurement at A produces the
outcome ↓, without any delay (says quantum mechanics) the spin at B will be projected into the
↑ state. Now imagine party A is set up on earth, and party B on the moon. The previous statements still hold. Quantum mechanics does not constrain the location of the parties in any way, and
the above reasoning was independent of those locations. Does that not sound like a superluminal
influence, or, in Einstein’s words, “spooky action at a distance”?
At any rate, a sure sign of something superluminal going on in the above Gedankenexperiment
would be that information (a Yes or No, an encyclopedia) could be transferred from A to B in no
time. So let’s think about communication. Does quantum mechanics provide us with superluminal
communication?
Here’s an interesting fact about the Bell state Eq. (15). The spins at A and B are anti-correlated
in any direction (this follows from the spin singlet property, as we will soon discuss). That is, if
~
A and B both measure the observable ~n · Ŝ local to their parties, their respective outcomes will
always be opposite, for all ~n. This is surely a non-classical effect. So let’s see if we can use it for a
superluminal communication protocol. Here is a suggestion1 :
Protocol for the attempted superluminal communication of one bit
1. A Bell state has been prepared between the sender A and receiver B prior to their communication.
2. If the bit to transmit has value zero, then A measures their spin in the eigenbasis of Ŝz ; if
the bit has value one, A measures their spin in the eigenbasis of Ŝx .
3. B makes a number of copies of the state it now holds.
1

A patent application was once filed for this protocol.
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4. By measuring the copies, B decides whether the state was | ↑, zi or | ↓, zi (transmitted bit =
0), or whether it was | ↑, xi or | ↓, xi (transmitted bit = 1).
Judging from the title of this section, there must be something wrong with this protocol.
Indeed there is. The protocol fails in step 3. Quantum states cannot be copied. This fact is
established by the following
Theorem 1 ([6]) Be |ψi an unknown quantum state, and |0i a fixed “blank” quantum state. Then,
the copying operation C : |ψi ⊗ |0i −→ |ψi ⊗ |ψi cannot be realized in quantum mechanics simultaneously for all states |ψi.
Proof of Theorem 1. Assume the copying operation exists. Then, for the input states |0i and√|1i
it produces the output |0i⊗|0i and |1i⊗|1i, respectively. Next, we consider the input (|0i+|1i)/ 2.
By linearity of quantum mechanics, the corresponding output follows from the two previous cases,

√ 
1
1
|0i ⊗ |0i + |1i ⊗ |1i
√
C (|0i + |1i)/ 2 = √ C(|0i) + √ C(|1i) =
.
2
2
2
√
√
However, the latter is different from (|0i + |1i)/ 2 ⊗ (|0i + |1i)/ 2, the expected outcome of the
copying operation. Contradiction! Hence, the map C is incompatible with quantum mechanics. 
While the no-cloning theorem points to a loophole in the suggested protocol, it does not settle
the question of superluminal communication because there might as well be other protocols. This
is, however, not the case, as was shown in [7] (you also show this in HW 1, hopefully without help
of the literature).

1.2
1.2.1

Quantum computation
The qubit

We have so far discussed non-relativistic quantum mechanics in finite-dimensional Hilbert spaces
in rather general terms. It’s time to turn to its application in quantum information. And so we
begin by defining the elementary unit of quantum information, the quantum bit, or qubit for short.
Definition 3 The qubit is a Hilbert space C2 . A quantum register of n qubits is a Hilbert space
⊗n
H(n) = C2
.
Often, the physical support of the qubit, e.g. an ion or atom, is simply called “the qubit”. Also
common is the notion “a qubit in the state |ψi = ...”.
The state of a qubit may be parametrized as
|ψi = cos α |0i + eıϕ sin α |1i.
This representation makes it quite clear that the qubit is a marriage between standard (classical)
information theory and quantum mechanics. From the classical bit it inherits the basis states |0i
and |1i, and from quantum mechanics the superposition principle.

11

1.2.2

The circuit model

A typical quantum circuit looks something like this (but much bigger):

0
0
0
0

U1

U2

U3

U4
U5

It begins with the initialization of the quantum register in a fixed and easy-to-prepare state, and
ends with the measurement of each qubit in the eigenbasis of σz (the so-called computational basis).
In-between initialization and readout lies the main part, namely a sequence of unitary gates. As
can be seen in the above illustration, some of the gates only act on an individual qubit while other
gates have multiple qubits interacting. What are the simplest standardized building blocks of a
quantum circuit? I.e., which are the gates that we must require a proper quantum computer to
execute? To this question we turn next.
Quantum computational universality In classically universal computation, there are gate
sets such that every computation can be built out of gates solely from a fixed such set. Our earlier
example was {OR(·, ·), NEG(·)}. Another example is {NOR(·, ·) = NEG(OR(·, ·))}. Such gate sets
are called universal.
We now construct a quantum counterpart to the notion of a universal set. First, we need to
clarify what we want to achieve with a sequence of unitary gates. The benchmark is taken to be
the reachability of any transformation in the (special) unitary group SU (2n ), with n the number
of qubits. More precisely,
Definition 4 (Quantum universality) A set G of quantum gates is universal if, for any number
n of qubits, every unitary U ∈ SU (2n ) can be arbitrarily closely approximated by a sequence of gates
from G.
The notion of a ‘universal set of gates’ sets the standard for what a proper quantum computer needs
to be capable of doing. While it is exceedingly rare that a given unitary by itself is computationally
useful, a quantum computer capable of executing gates from a universal set is guaranteed to have
the full strength of a quantum computer. Without proof, we note that the gate sets
G1 = {CNOTi,j , Uk ∈ SU (2), i 6= j, k = 1, .., n},
(k)

(k)

G2 = {CNOTi,j , eiπ/4σx , eiπ/8σz , i 6= j, k = 1, .., n}
are universal. Note that the former set is infinite while the latter is finite.
1.2.3

Quantum teleportation

Now that we have defined a new unit of information, we might want to relate it to the longknown notion of the bit. So, how much classical information fits into a qubit? This is not a
straightforward question. We may make the following two observations: (i) Two real numbers
α ∈ [0, π) and ϕ ∈ [0, 2π) are required to specify the state of a qubit. Informally speaking, this is
an infinite number of bits. However, matters of accuracy and distinguishability come into play. If
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the angle ϕ is off by some small amount, we need a (larger) number of copies of the state |ψi to
find out about that. Which brings us to the question of how much information can be extracted
from one qubit. (ii) Since the qubit lives in a two-dimensional Hilbert space, every non-trivial
projective measurement is composed of rank-1 projectors. There are two outcomes of every such
measurement, and any given qubit can only be subjected to one such measurement. Thus, one
classical bit of information can be extracted from a projective measurement of one qubit. (For
more general measurements, see [8].)
Based on these observations, we may form two hypotheses: (a) A general qubit cannot be
faithfully transmitted using a finite number of bits; and (b) A qubit cannot transmit more than a
single classical bit. Both hypotheses turn out to be wrong. The key is entanglement. Below we
address the case (a), through the protocol of teleportation in which a one-qubit quantum state is
transmitted using two classic bits plus one “ebit” worth of entanglement in the form of a Bell state.
(b) is addressed by “dense coding”, in which a one-qubit quantum quantum state (1/2 of a Bell
pair) is used to transmit two classical bits.
Bell states and their quantum correlations. To start, we observe that the Bell state Eq. (15)
has three cousins who are just as entangled, and with which it forms an orthonormal basis B,
|Φ00 i =
|Φ01 i =
|Φ10 i =
|Φ11 i =

|0iA ⊗|0iB +|1iA ⊗|1iB
√
,
2
|0iA ⊗|0iB −|1iA ⊗|1iB
√
,
2
|0iA ⊗|1iB +|1iA ⊗|0iB
√
,
2
|0iA ⊗|1iB −|1iA ⊗|0iB
√
.
2








B

(16)







We note the property σz |φ00 i = |Φ01 i, σx |φ00 i = |Φ10 i, σy |φ00 i ∼ |Φ11 i, or, in short
h
ii h
ij
|Φij i = σx(2) σz(2) |Φ00 i.

(17)

Note that the Bell state |Φ00 i is (up to a global, hence physically irrelevant, phase) the only state
satisfying the two eigenvalue equations
(1)

(2)

σx ⊗ σx |Φ00 i = |Φ00 i,
(1)
(2)
σz ⊗ σz |Φ00 i = |Φ00 i.

(18)

Combining Eqs. (17) with (18), we find that we can generalize the latter. Namely, for all four Bell
states it holds (show it!) that
(1)

(2)

σx ⊗ σx |Φij i = (−1)j |Φij i,
(1)
(2)
σz ⊗ σz |Φij i = (−1)i |Φij i.

(19)

This is the first time we encounter the description of a quantum state by a set of eigenvalue
equations it satisfies. In many subsequent examples we will find that that this is a very efficient
way to describe certain quantum states. Namely, when applicable, n eigenvalue equations suffice to
fully specify an n-qubit quantum states. Compare this to the 2n amplitudes one might otherwise
write down, and appreciate the efficiency of the method. In fact, there is a whole formalism around
this, called the stabilizer formalism, and we will introduce its basics in the passing.
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ψ

Bell measurement
outcome (i,j)

Φ00
σij

site A
site B
ψ

Figure 2: The teleportation circuit. |Φ00 i is a Bell state as defined in Eq. (16). In the Bell
measurement, the output (i, j) means that the post-measurement state |Φij i was obtained. For
details of the Pauli correction σij see text.

The teleportation protocol. We now turn to the question of how many classical bits need to
be sent to transmit the state of one qubit. The answer again turns out to be 2, if we are permitted
the use of entanglement. The protocol [10] goes like this:
1. A sender A and a receiver B prepare a joint Bell state |Φ00 i.
2. Party A now puts in place the state |ψi to transmit (A holds two qubits at this point).
3. A performs a measurement in the Bell basis B on their two-qubit system, and thereby obtains
the two-bit outcome o = (i, j).
4. A transmits the two-bit measurement outcome o to B.
5. Depending on the value of o, B applies one of the four correction operations I, σx , σy , σz to
its qubit, and thereby retrieves |ψi.
An important point about the above protocol is that the teleported quantum state |ψi can be
unknown to party A at the beginning of the protocol. The protocol works regardless.
Proof of the correctness of the protocol. We teleport a 1-qubit state |ψi = α |0i + β |1i. We label
the qubits on site A as 1,2, and on site B as 3. The three qubit state after the Bell measurement
is, up to normalization


h
i h
i
(2) j
(2) i
(|Φij i12 hΦij | ⊗ I3 ) |ψi1 ⊗ |Φ00 i23 =
|Φij i12 hΦ00 | σz
σx
⊗ I3 |ψi1 ⊗ |Φ00 i23
h
i h
i
(3) i
(3) j
= (|Φij i12 hΦ00 | ⊗ I3 ) |ψi1 ⊗ σx
σz
|Φ00 i23
h
ii h
ij
(3)
(3)
= σx
σz
(|Φij i12 hΦ00 | ⊗ I3 ) ×


β
β
α
α
√
√
√
√
|000i
+
|011i
+
|100i
+
|111i
123
123
123
123
2
2
h 2 ii h
i 2
(3)
(3) j
1
= 2 σx
σz
|Φij i12 ⊗ (α|0i3 + β|1i3 )
h
ii h
ij
(3)
(3)
= 12 σx
σz
|Φij i12 ⊗ |ψi3 .
Therein, in the first line we have used Eq. (17), and in the third line Eq. (18). Thus, the unknown
input state |Ψi is indeed teleported to qubit 3, and the correction operation σij is
h
ij h
ii
σij = σz(3)
σx(3) .
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site A

Φ00
Bell measurement
outcome (i,j)

Φ00
σij

site B

site C

Figure 3: Entanglement swapping. Two Bell pairs are merged into one, doubling the spatial
extension.

Entanglement swapping. An interesting extension of teleportation is entanglement swapping.
Namely, the one-qubit state teleported may be one half of a Bell pair. That is, assume one Bell
pair is shared between parties A and B, and another one between parties B and C. Then, a Bell
measurement of the two qubits held by party B produces a Bell pair between parties A and C.
The effect of this protocol is that it doubles the spatial separation between two qubits in a Bell
pair. As we shall see, this has an application on quantum cryptography. For an illustration of the
protocol, see Fig. 3.
Dense coding. Let’s now turn to the question of how many classical bits can be transmitted
by sending one qubit. The answer turns out to be 2 [9]. The proof is constructive–we present a
protocol that achieves this rate.
Thus, the following protocol [9] transmits two classical bits by sending one qubit:
1. A Bell state |Φ00 i is prepared between a sender A and a receiver B.
2. A encodes a 2-bit message by applying one of the four operations on his end of the state: I,
σx , σy , σz .
3. A sends their qubit to B.
4. B measures in the Bell basis B and thus retrieves the 2-bit message.
Historical note on dense coding. The above two protocols of teleportation and dense coding are
the exact opposite of technically hard. Yet they are published in Physical Review Letters – how
come? Their value is not in mastering a tedious and long-standing problem. Rather they moved
into new territory, saw some unexpected phenomenology, and opened up a new field2 .
David Mermin, whom you may know from a condensed matter physics class, was a referee for
the teleportation and dense coding papers. He made his reviews publicly available [22] in 2003. His
report on the dense coding paper is particularly telling, and I have reprinted it here from [22].
2

In fact, the teleportation paper is now a PRL milestone, and a “free to read” article.
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Bennett and Wiesner, ‘‘Communication via one-and two-particle...’’
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Your question was: Does this qualify as ‘‘strikingly different’’ enough to publish?
I have never read anything like it, and I have read a lot on EPR, though far from
everything ever written. So as far as I know it is different.
But strikingly? The argument is very simple, so shouldn’t the point be obvious?
After reading the paper I put it aside and spent the next week working hard on
something totally unrelated. Every now and then I would introspect to see if some
way of looking at the argument had germinated that reduced it to a triviality. None
had. Last night I woke up at 3am, fascinated and obsessed with it. Couldn’t get back
to sleep. That’s my definition of ‘‘striking’’.

2

Quantum error correction

Like in the classical case, the basic approach to protecting quantum information is by invoking
redundancy. Quantum information is stabilized against decoherence by encoding it. When decoded
after a period of storage or after transmission, using the redundancy the encoded information is
separated from the noise that has occurred in the intervening time.
The most fundamental definition we therefore have to make is that of “quantum codes”, and
we can make it right now. We specialize to the case of qubits.
Definition 5 A quantum code is a linear mapping from a k-qubit Hilbert space Hk = C2k into a
code space C embedded in an n-qubit Hilbert space Hn = C2n , with n > k. Wrt. a given orthonormal
basis B = {|xi, ∀x ∈ Zk2 }, the encoding map is
|xi ∈ H1 7→ |xi ∈ C, ∀|xi ∈ B.

(20)

The projector onto the code space C ⊂ Hn is denoted by Π.
Remark: The linearity property extends the encoding map to all states in the code space,
X
X
|Ψi =
αx |xi 7→ |Ψi =
αx |xi.
x∈Zk2

x∈Zk2

The integers n and k are important characteristics of the code. There is a further fundamental
characteristic, the code distance d, which we explain in Section 2.5.
The task of an error correction procedure is to “undo” the action of a prior error channel E.
This is impossible for general states, but given the promise that the initial state ρ is in a special
subspace of the total Hilbert space—the code space C—we can at least approximately undo the
error channel on that code space. That is,
R ◦ E(ρ) ≈ ρ, ∀ρ| ΠρΠ = ρ.

(21)

For all quantum codes, the error recovery operation R has the same structure, namely the measurement of the “error syndrome”, followed by a unitary correction operation conditioned on the
measured syndrome.
Provisional definition. An error recovery operation R for a quantum code with code space C is
a quantum channel of the form
X
R=
[Ci Πi ],
(22)
i
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where
the projections Πi are orthogonal, Πi Πj = δij Πi , and satisfy the completeness condition
P
i Πi = I. The correction operations Ci are all unitary, and satisfy Ci Πi = Π Ci .
Remark: The brackets “[·]” in Eq. (22) of the provisional definition of R denote superoperators,
i.e., [Ci Πi ](ρ) := Ci Πi ρΠi Ci† .
The provisional definition for R makes intuitive sense. By the conditions on the projectors Πi ,
they constitute a projective measurement; and so the overall structure of the recovery procedure is
to first measure to obtain information about an error that occurred, and then perform a correction
operation conditioned on that information. The constraint on the unitary correction operations
ensures that the system always ends up in the code space.
We will use the provisional definition to examine the basic phenomenology of quantum error
correction, namely (i) syndrome measurement, (ii) the fact that quantum mechanical errors affect
both amplitudes and phases, (iii) threshold behaviour and (iv) error discretization. We will do this
in Sections 2.1–2.4, through the study of examples. Then, in Section 2.5, we put the discussion
of quantum codes and quantum error correction on a rigorous basis. In that treatment, a refined
version of Eq. (21) will become the actual definition of the recovery operation R, and the specific
form Eq. (22) will follow as a theorem.
Some of the Sections 2.1–2.4 contain a question that a quantum error correction skeptic may
ask. We answer these questions later in the same section, from what we’ve just learned.
Problem. Show that the channel R defined in Eq. (22) is a completely positive trace-preserving
(CPTP) map.

2.1

The repetition code, classical and quatum

The classical repetition code encodes one bit in n, simply by replicating the bit value n times. E.g.
for n = 3 we have
0 7→ 000, 1 7→ 111.
This code is corrected by majority voting. For example, if the error-affected codeword is 010 then
there are more “0”s than “1”s present, and the codeword is reset to 000.
The rationale behind this procedure is the following. It is assumed that errors happen independently on each of the bits, with a small probability p. Then, starting from 000, the error-affected
codeword 010 can be reached through the single flip of the second bit, which is an event that occurs
with a probability of order p. 010 can also be reached from the codeword 111 by two flips (of
bits 1 and 3), which occurs with a probability of order p2 . If p is small, then the former event is
more likely. Therefore, upon finding 010, it is assumed that bit 2 flipped and that the codeword
before the error was 000. However, note that this error-correction procedure is not perfect. With
a probability of order p2 we will introduce a logical error than cannot be corrected later.
A quantum computation skeptic may ask (Q1): “The simplest classical code is the repetition
code, in which a classical bit is simply copied a number of times. This won’t work in the quantum world, because of the no-cloning theorem. Does redundancy not always involve some form of
copying?
We’ll address this question shortly, but first turn to constructing the quantum counterpart of
the repetition code. It is
|0i 7→ |000i, |1i →
7 |111i.
(23)
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Thus, by linearity of quantum mechanics, for a general one-qubit quantum state the encoding map
is
|Ψi = α|0i + β|1i 7→ |Ψi = α|000i + β|111i.
All those encoded states |Ψi satisfy the relation
Π|Ψi = |Ψi,

(24)

Π = |000ih000| + |111ih111|.

(25)

where
This relation expresses the fact that all states |Ψi are in the code space C defined by Π.
We will investigate the properties of the encoding (23) below. However, before we get there,
we note that we can already respond to the above question (Q1): The no-cloning theorem (see
Theorem 1 in Section 1.1.5) is not a problem. Information is copied, but with respect to a fixed basis
(the computational basis {|0i, |1i}). The no-cloning theorem does not prohibit this.
We now turn to properties of the quantum repetition code of Eq. (23). We assume a very simple
error model at first, namely each of the three qubits undergoes the channel
T : ρ1 7→ (1 − p)ρ1 + p Xρ1 X † ,

(26)

with ρ1 a 1-qubit density matrix. In the above error channel T , with a probability of 1 − p, the
state ρ1 remains unaffected, and with a probability of p it undergoes a spin flip X.
Now the resulting error channel on the 3-qubit system is
T ⊗3 : ρ 7→ (1 − p)3 ρ + (1 − p)2 p (X1 ρX1 + X2 ρX2 + X3 ρX3 ) +
(1 − p)p2 (X1 X2 ρX1 X2 + X2 X3 ρX2 X3 + X1 X3 ρX1 X3 ) +

(27)

p3 X1 X2 X3 ρX1 X2 X3
There is much to object in this model of decohenrence; for example, there is no bath become
entangled with, and, more importantly, it looks all too classical. We include Pauli X errors, but
why are there no Pauli Z and Y errors?—To justify these omissions, recall that at this point we are
just getting started. Here we explain the fundamentals of quantum error correction, and therefore
begin with a simplistic (and unreasonable, as we shall see) decoherence model.
Now we need to identify the projections Πi and the correction operations Ci for the three-qubit
repetition code at hand. We start with the projectors. Including the projector Π on the code
space in the measurement makes intuitive sense: every projective measurement that contains the
projector Π asks the question: Is the quantum state still in the code space, or is it not?
In the present example, we use the following four projectors
Π0
Π1
Π2
Π3

=
=
=
=

Π
X1 ΠX1
X2 ΠX2
X3 ΠX3

=
=
=
=

|000ih000| + |111ih111|,
|100ih100| + |011ih011|,
|010ih010| + |101ih101|,
|001ih001| + |110ih110|.

(28)

It is easily verified that {Πi , i = 0..3} as defined in Eq. (28) satisfy the preconditions of the
provisional definition for R.
Our skeptic has another question (Q2): As stated in the provisional definition of R, and as
we have further seen in Eq. (28), the error correction procedure contains measurement. But measurement is an irreversible process in quantum mechanics that destroys superposition. How is the
quantum information not always destroyed with it?
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p’

p
Figure 4: Logical error rate p0 as a function of the physical error rate p, for the 3-qubit repetition
code as described by Eq. (34).

To answer this question, and because we were about to get at it anyway, we now check what
happens if the measurement described by the projectors {Πi , i = 0..3} is performed. We assume
that in all cases the initial state ρ is in the code space,
ΠρΠ = ρ,

(29)

and all error comes from the channel T ⊗3 .
Outcome “0”. The unnormalized post-measurement state is

Π0 T ⊗3 (ρ) Π0 = (1 − p)3 ρ + p3 X1 X2 X3 ρX1 X2 X3 .

(30)

Thus, if p  1, then we pretty much get the original state ρ back, with a small correction of
order p3 . The correction term is also in the code space (note the property [Π0 , X1 X2 X3 ] = 0 and
Eq. (29)), and so this error cannot subsequently be corrected.
After the measurement with outcome “0” we are close to the initial state ρ, and can’t do
anything to get closer. Therefore,
C0 = I.
Outcome “1”. The unnormalized post-measurement state is

Π1 T ⊗3 (ρ) Π1 = (1 − p)2 p X1 ρX1 + (1 − p)p2 X2 X3 ρX2 X3 .
We are thus out of the code space. We have two ways of getting back, namely we may choose
the correction operation C1 = X1 or C10 = X2 X3 . If p is small, and indeed if p < 1/2, then it is
preferable to choose
C1 = X1 .
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The rationale is completely analogous to the classical case; the first-order event is corrected for,
and the second-order (hence less likely) event then leads to a logical error. The (unnormalized)
post-measurement, post-correction state is

C1 Π1 T ⊗3 (ρ) Π1 C1† = (1 − p)2 p ρ + (1 − p)p2 X1 X2 X3 ρX1 X2 X3 .
(31)
Outcome “2”. The unnormalized post-measurement state is

Π2 T ⊗3 (ρ) Π2 = (1 − p)2 p X2 ρX2 + (1 − p)p2 X1 X3 ρX1 X3 .
If p is small then it is preferable to choose
C2 = X2 .
The (unnormalized) post-measurement, post-correction state is

C2 Π2 T ⊗3 (ρ) Π2 C2† = (1 − p)2 p ρ + (1 − p)p2 X1 X2 X3 ρX1 X2 X3 .

(32)

Outcome “3”. The unnormalized post-measurement state is

Π3 T ⊗3 (ρ) Π3 = (1 − p)2 p X3 ρX3 + (1 − p)p2 X1 X2 ρX1 X2 .
If p is small then it is preferable to choose
C3 = X3 .
The (unnormalized) post-measurement, post-correction state is

C3 Π3 T ⊗3 (ρ) Π3 C3† = (1 − p)2 p ρ + (1 − p)p2 X1 X2 X3 ρX1 X2 X3 .

(33)

The Definition 22 tells us to combine the four outcomes “0” – “3” and the respective conditional
states Eq. (30) – (33). Physically, “combining” means to forget the measurement outcome i after
applying the correction operation Ci . In our present context, “forgetting the measurement outcome
i” means to never condition any further processing on the value i.
The outcome is

R T ⊗3 (ρ) = (1 − p0 )ρ + p0 XρX,
where X := X1 X2 X3 is the encoded logical Pauli spin flip operator, and
p0 = 3(1 − p)p2 + p3 = 3p2 − 2p3 .

(34)

We find that if p < 1/2, then the logical error rate after correction, p0 , is smaller than the physical
error rate p that would apply if we had not encoded at all, and the error channel T had acted on
a single bare qubit; See Fig. 4 for illustration. Of particular interest to us is the region of small
p, where p0 ∼ p2 . In this region, our encoding and error-correcting procedure leads to a huge
suppression of error. This behaviour is found in classical and quantum codes in general.
We are now ready to respond to the second question (Q2): Yes, measurement does destroy
coherent superposition. But we can afford to lose some coherences, in fact most of them. All coherence the recovery procedure R needs to preserve is in the codespace and its orthogonal complements
Π! All coherences between those code spaces may be lost without a cost.
To conclude, when recapitulating the above error correction procedure, we find that there is a
rather important lesson to draw from it. We observe that neither the measurement {Πi } nor the
correction operations Ci depend on the value of p! For the error correction procedure to work,
the physical error rate p needs to be reasonably small, but its precise value doesn’t need to be
known. As we shall see later, this a general property of error recovery procedures. Quantum error
correction is robust to variation in the decoherence processes, and requires no fine-tuning.
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2.2

The Shor code

We don’t need to ping our skeptic to realize a glaring deficiency of the spin flip channel Eq. (26)
as a decoherence model. It contains no phase errors! And so it misses the essence of quantum
mechanics.
First, let us check how the quantum repetition code Eq. (40) fares under the application of a
Pauli error Zi . We find
Zi : α|0⊗n i + β|1⊗n i 7→ α|0⊗n i − β|1⊗n i, ∀i = 1, .., n.
Valid code states are mapped to valid code states! An error Zi is not recognizable as an error at
all; it rather is an encoded logical operator,
Zi = Z, ∀i.

(35)

Thus, the repetition code offers no protection against local phase errors, and is therefore not a good
quantum code. Dressing the classical repetition code in brackets didn’t really make it quantum. In
fact, in a setting where spin and phase flip errors occur with approximately the same likelihood,
using the repetition code is worse than not encoding.
Protecting against phase errors is not harder than protecting against spin flip errors. The
Hadamard-rotated repetition code
|0i 7→ |+i1 |+i2 |+i3 , |1i 7→ |−i1 |−i2 |−i3 ,

(36)

√
with |±i = (|0i + |1i)/ 2, does just that. What we really have to show, though, is that spin-flip
and phase-flip errors can be simultaneously corrected by the same code. This is indeed the case,
and we demonstrate it by example.
The simplest code with the desired feature of correcting every single local X, Z and Y -error is
the 9-qubit Shor code,
(|000i + |111i)(|000i + |111i)(|000i + |111i)
√
,
2 2
(|000i − |111i)(|000i − |111i)(|000i − |111i)
√
|1i →
7
|1i =
.
2 2

|0i 7→ |0i =

(37)

We clearly see the repetition code at work here. In fact it comes in at two levels; hence the
double-bar notation for the codewords. With Eq. (23), we may write
|0i = |+i |+i |+i, |1i = |−i |−i |−i,

(38)

but this is the Hadamard-rotated repetition code of Eq. (36) applied to the already encoded qubits!
This is is our first example of a concatenated code (more about code concatenation in the next
section), with an “inner” code and an “outer” code. The inner code (the repetition code Eq. (23)) is
applied to the physical qubits, and the outer code (the Hadamard-rotated repetition code Eq. (36))
is applied to the logical qubits already once encoded.
Inner code. Considering a general encoded state |Ψi = α|0i + β|1i and trace out qubits 4 - 9,
ρ := Tr4−9 |Ψi hΨ| = |α|2 |000i123 h000| + |β|2 |111i123 h111|.
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This is a qubit encoded with the repetition code Eq. (23), which can correct an arbitrary spin flip
error Xi , i = 1, 2, 3. Block two and three are the same, hence all local spin flips Xi , i = 1, .., 9 can
be corrected.
Outer code. With Eq. (38), the general encoded state can be written as
|Ψi = α|+i |+i |+i + β|−i |−i |−i.
This is a Hadamard-rotated repetition code Eq. (36), except that it acts on already encoded qubits
rather than bare qubits. This code can correct either encoded error Z (j) , where (j) is the block
label, (1) = {1, 2, 3}, etc. With Eq. (35), this implies that all local Pauli phase flip errors Zi ,
i = 1, .., 9, can be corrected.
Finally, since Yi ∼ Xi Zi , every local Y -error can also be corrected. Namely, the Z-syndrome will
identify the X-portion of the error and correct it; and the X-syndrome will identify the Z-portion
and correct it.
To summarize, the 9-qubit Shor code is our first example of a quantum code that can correct
all 1-qubit-local Pauli errors. This is a minimal requirement any quantum error correction code
should satisfy.
Assuming the probability of local errors is p (probability for X, Y and Z-errors combined), then
the logical error rate p0 after error correction is
p0 / 36 p2 .

(39)

Thus the logical error is suppressed compared to not encoding whenever p / 1/36.
In the above, we have employed a bound and an approximation, hence the relational symbol
“/”. The approximation is in neglecting the higher orders of p, and the bound is in observing that
at most 36 errors of order p2 can fail to be corrected, because this is all there are. (Upon closer
inspection, it is found that some two-local errors are correctable.)
Problem.

2.3

Give an example of a 2-qubit Pauli error that the 9-qubit Shor code can correct.

Threshold behaviour

For the two examples of quantum codes we have discussed so far, the 3-qubit repetition code of
Section 2.1 and the 9-qubit Shor code of Section 2.2, we found that if the error was small to begin
with it could be further suppressed by encoding and error correction. However, this would only
reduce the error to some extent, not eliminate it. Here we describe generalizations of the previous
constructions, which in the limit of large code size eliminate the logical error to an arbitrary degree
of precision. This is a general feature of large codes.
2.3.1

The simplest example: repetition codes

We have identified a major shortcoming of the repetition code in the previous section, but, as it
turns out, this code has nonetheless significant pedagogical value. In these notes we will often use
it to introduce a new concept.
We upgrade the 3-qubit repetition code of Eq. (23) to an n-qubit repetition code,
|0i 7→ |0⊗n i, |1i 7→ |1⊗n i.
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Figure 5: Logical error rate p0 as a function of the physical error rate p, for the repetition code with
the code length n as a parameter. The numbers next to the curves are the corresponding values
of n. Note that for large n the curve p0n (p) starts out almost flat at zero and around the threshold
becomes very steep, approaching a step function.

Decoherence is now modelled by the channel T ⊗n , with T as before. In all that follows we chose n
odd (why?). Denote by
Π := |0⊗n ih0⊗n | + |1⊗n ih1⊗n |
Nn
mi
n
the projector onto the code space, and X[m] :=
i=1 Xi , with m = (m1 , m2 , .., mn ) ∈ Z2 .
Further denote by w(m) the Hamming weight of m. Then, the projectors and correction operations
defining the recovery procedure Rn are
Πm = X[m] Π X[m], Cm = X[m], ∀m ∈ Zn2 | w(m) ≤ (n − 1)/2.

(41)

We may explicitly check that for n = 3 this reproduces the projectors Πi and correction operations
Ci for the 3-qubit repetition code, cf. Eqs. (30)–(33), and furthermore that for all odd n, Eq. (41)
satisfies the conditions of Definition 22.
Eq. (34) for the residual logical error rate p0 as a function of the physical error rate p generalizes
to


n
X
n
0
pn =
pi (1 − p)n−i , (n odd).
(42)
i
i=(n+1)/2

For all values of n (odd), the curves p0n (p) run through the point (1/2, 1/2). When p < 1/2 then
p0n < p, and the error suppression is the stronger the larger n is. In the limit of n −→ ∞, p0n (p)
approaches a step function that changes value at p = 1/2. See Fig. 5 for graphical illustration.
The bottom line is that as the code size n approaches infinity, the error correction becomes perfect
for all p < 1/2. This is, as we shall see, a typical feature of families of codes: In the limit of
large size, the error correction works near-perfect for all error rates below a threshold, and beyond
23

Level
L
L-1
L-2

Figure 6: Code concatenation.

that threshold it breaks down completely. This threshold behaviour does not only apply to storing
quantum information, but—as we shall see—extends to quantum computation.
Problem. Show that the projectors Πm and correction operations Cm defined in Eq. (41) specify
a proper recovery operation according to the provisional definition in Eq. (22).
Problem. Prove that, for all values of n (odd), the curves p0n (p) given by Eq. (42) run through
the point (1/2, 1/2).
2.3.2

Code concatenation

We saw in Section 2.3.1 that the quantum repetition code, in the limit of large code size n, exhibits
a threshold behaviour: If the physical error rate p is below a critical value (p = 1/2), the error
threshold, then the logical error rate p0 tends to zero. This is a very useful feature to have. If the
logical error per time step is near zero, then the encoded quantum information can be protected
for a very long time. On the other hand, if the physical error rate p is beyond the threshold, then
the logical error rate is very high, and the quantum memory collapses.
The threshold phenomenon is a universal feature of families of codes, classical and quantum.
The value of the error threshold is not universal; rather it varies from code to code. Thresholds are
a central theme in coding theory, culminating in the threshold theorem of quantum computation
(to be discussed in Section 4.3).
However, one useful yet particular feature the repetition code does have: it naturally comes as
a family of codes of arbitrary length. Thus, the thermodynamic limit n → ∞ is easy to take. What
about the other quantum code we have so far discussed, the Shor code?—It comes in length ... 9.
So how does one take the thermodynamic limit here? What sounds almost like a misleading
question does actually have an answer; and this answer is “code concatenation”. This technique
can be applied not only to the Shor code, but to any quantum code. It is a general method of
obtaining threshold behaviour from quantum codes of fixed size.
To concatenate a code simply means to encode each physical qubit in the code again, by the
same or a different code. We have already seen an example of the latter in the previous section.
Concatenating a repetition code with a Hadamard-rotated repetition code produced the Shor code.
The procedure of concatenation can be iterated. For the purpose of establishing a threshold we
concatenate a code with itself L times, L → ∞; see Fig. 6 for a graphical illustration.
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The error correction begins at the lowest coding level. Thereby, the physical error on the
bare qubits is converted into a logical error at the first encoded level that occurs with a smaller
probability. Next, error correction is performed at the second level of encoding, converting the
errors at the encoding level 1 into errors at the encoding level 2, of still smaller probability. This
procedure is repeated over and over.
We now have a logical error rate pk at every level of encoding. The error rate at level 0 (bare
qubits) is the physical error rate, p0 = p, and the error rate pL at the top level L is the logical
error rate p0 . Consider for now a code that can correct one local error. Then, the error rates at the
various levels satisfy the following recursion relation,
pk+1 =

p2k
.
η

(43)

Therein, η is the error threshold, if ηk = η then pl = η for all levels l > k. The behaviour under the
recursion is displayed in Fig. 7. The map has an attractive fixed point at 0. If the physical error
rate p is smaller than η, then the logical error rate p0 tends to zero under the recursion. However, if
the error rate is above η then the logical error rate grows under concatenation, i.e., in that regime
encoding is worse than not encoding3 . So again, we find a threshold behaviour.
Exact threshold behaviour requires an infinite code size. Keeping in mind that the accessible universe is finite, realistic quantum codes can only approximate this behaviour. Thresholds
nevertheless are an important organizing principle.
Codes of finite size. Let’s devote a bit of thought to codes of finite size, and in particular the
question of error reduction as a function of code size. Given a physical error rate p, and aiming for
a target logical error rate , how large does the code have to be?
We discuss this here for a code of size n that corrects one local error and has an error threshold
of η. The recursion relation Eq. (43) then applies. Solving it, we find for the logical error rate pL
at level L,
 2L
pL
p
=
η
η
At the same time, the code size N (L) grows as
N (L) = nL .
Requiring that pL = , and eliminating L in favour of N yields in the scaling limit
N () ∼

ln(η/)γ
, with γ = log2 n.
ln(η/p)γ

(44)

That is, the code size required to get down to a logical error rate  scales poly-logarithmically in
1/. Polylogarithmic multiplicative overheads are typical in fault-tolerant quantum computation.
Problem.
of one?

How does Eq. (44) generalize to quantum codes that correct up to e local errors instead

3

To accurately describe that behaviour, the sub-leading corrections cannot be neglected in Eq. (43), as we did.
An adequate treatment will reveal a further attractive fixed point beyond η, in most cases corresponding to the
completely mixed state.
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Figure 7: The recursion relation Eq. (43). The green curve is pk+1 = p2k /η, and the red curve is
pk+1 = pk (to facilitate the iteration). If p < η, then pk is attracted to the fixed point at 0 under
the recursion. If p > η then the logical error blows up.

2.3.3

The threshold doesn’t always exist

To demonstrate that not every error model has a non-zero error threshold, we consider the following
example. The code is again the quantum repetition code, and the error channel is
Y
E=
Ti,j , with Tij = (1 − p)[Iij ] + p[Xi ⊗ Xj ].
(45)
i<j

The fundamental difference to the previous examples is that number of error sources scales quadratically with n whereas the number of syndrome bits scales only linearly.
Let us analyze this setting a bit. Upon closer inspection, it turns our that among odd lengths
n we need to distinguish the cases of n = 4m − 1 and n = 4m + 1, m ∈ N. The behaviour is
qualitatively the same, and therefore we treat only the former case here.
For code size n = 4m − 1, we find that to lowest contributing order4 the logical error rate p0 is
p0 =

(4m − 1)!
pm .
(2m − 1)! m! 2m

These functions are plotted in Fig. 8. By inspecting we find a “sliding threshold”. That is, each
curve considered by itself shows a threshold behaviour, but the larger the value of n the smaller
the value of the threshold. Through calculation we find that in the limit of n → ∞ the threshold
approaches zero.
4

Whatever this is worth when the order is high.
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Figure 8: No threshold for an error model with all to all connectivity. (a) Repetition code with
correlated spin flip errors on each link. (b) Logical error rate p0 as a function of the physical error
rate p, with the code size n (values shown next to the curves) as a parameter.

We can do this in two ways. First, we calculate where the curves for m and m + 1 intersect.
We find that this intersection point p× is a function of n, namely
p× =

1
.
8n

Second, we note that the above relation between p0 and p can be written as p0 = (p/pcrit )m , and,
using the Stirling formula, we find
e
pcrit =
.
8n
Thus, both angles show a sliding threshold that scales as 1/n, and in particular becomes zero in
the thermodynamic limit.
There is a general lesson here: decoherence mechanisms that result from long-range interaction
(e.g. sufficiently weak polynomial decay with distance) can obstruct the existence of non-zero error
thresholds.
2.3.4

Inspection

In this section we have so far considered three pairs of code and decoherence model, two of which
had a non-zero error threshold and one didn’t. What makes the difference?
The first candidate property that comes to mind is locality of the errors. The two settings that
possessed a non-zero threshold had an underlying local error model, and the setting that didn’t
have a non-zero threshold had non-local errors. But that is not the reason. Here is a setting with
nonlocal error and non-zero threshold: the repetition code with a decoherence model like Eq. (45),
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but the error channels restricted to nearest neighbours on a ring. (The calculation of the error
threshold is left as an exercise.)
On may also object to the hypothesis of “locality is key” on very general grounds. Consider a
quantum code with code space C defined by a projector Π, and a bunch of local errors Ei corrected
by a recovery operation R for that code. Then, for any unitary it holds that there is a new code,
with a projector Π̃ = U ΠU † onto a new code space and a matching recovery operation R̃ = U RU † ,
that corrects all errors Ẽi = U Ei U † . And the new errors {Ẽi } can be very far from local.
A very useful way of thinking about error-correcting quantum memory is in terms of fridges.
The decoherence processes dump entropy into the system, and the syndrome measurement removes
it again. Error correction functions when entropy removal can keep up.
Suppose there are N sources of error, each contributing an entropy S(p), and K binary syndrome
measurements, removing at most one bit of entropy each. Perhaps, at the critical error rate, the
syndrome is so random that indeed one bit of information is learned in each measurement. Let’s
make this assumption. Then, when the physical error rate p is at its critical value pcrit , the entropy
introduced by the decoherence processes equals the entropy removed by the measurements,
N S(pcrit ) = K.
In the former two examples, N ∼ n and K ∼ n, with 1 > K/N > 0. Thus, the above equation has
a nonzero solution for pcrit .
In the third example, though, N ∼ n2 and K ∼ n. Hence, the error correction procedure cannot
keep up in the thermodynamic limit, no matter how small the error probability p is.
The above is a “back-of-the-envelope” argument. Namely, it can happen that the entropy of N
sources of entropy S(p) is less than N S(p). This arises because different error events can lead to
the same action on the code space. For example, in the second setting of the Shor code, the errors
Z1 and Z2 have the same effect on the code space and need thus not be distinguished between.
This phenomenon, which is called “degeneracy”, is widespread among quantum codes.

2.4

Error discretization

Our skeptic has been quiet for a while but is now back with a question—and it’s the hardesthitting one yet (Q3): “Quantum operations on the encoded qubit form a manifold, hence need an
“infinite” number of bits to accurately specify them. Yet only a finite number of bits can be learned
when performing measurements on a finite code. Then, how can errors be undone if they cannot be
accurately learned?”
The answer to this question is that the decoherence processes are conditioned by the very act of
measurement. Through the measurement they are driven towards probabilistic error models with a
fixed set of errors. In this section we illustrate this phenomenon of error discretization in a specific
example, leaving the more formal treatment to the next section.
Our code is again the three-qubit repition code of Eq. (23), |Ψi = α|000i + β|111i, satisfying
Eq. (24); and we use the same recovery map as described in Section 2.1. This time, though, the
error model is not probabilistic one, but rather a unitary one. The error channel Uφ = [Uφ ] is
ρ1 7→ Uα ρ1 Uα† , with
Uφ := exp(−iφX) = cos φ I − i sin φ X.
For simplicity of the argument, we let this error channel act only on the first qubit. But even this
simple example is on the point: the error is now a coherent superposition of two Pauli operators X
and I. We have no chance of learning the value of the rotation angle α during the error-correction
procedure, to any decent level of accuracy. But then, how can we correct this error?
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So let’s do the calculation. We find, for Outcome “0”,
Π0 Uφ |Ψi = Π0 Uα Π0 |Ψi
cos φ Π0 Π0 |Ψi − i sin φ Π0 X1 Π0 |Ψi
cos φ |Ψi.
The encoded state |Ψi is returned exactly. The error upon measuring the outcome “0” is I, hence
the correction operation is C0 = I, as before. The probability for finding outcome “0” is cos2 φ.
Outcome “1”. By an analogous calculation, we find
Π1 Uφ |Ψi = −i sin φ X1 |Ψi.
Hence, the correction operation is C1 = X1 , as before. The probability for outcome “1” occurring
is sin2 φ.
Outcomes “2” and “3” occur with probability zero, hence we are free to keep the correction
operations as before.
The upshot of this example is that the very act of syndrome measurement {Πi , i = 0, .., 3}
converts the unitary error channel Uφ into a probabilisitic error channel cos2 φ [I1 ] + sin2 φ [X1 ]. We
didn’t learn the rotation angle, and also we didn’t have to. The rotation angle information was
converted into probabilities for various errors occurring. As mentioned before, the error correction
procedure doesn’t need to know the values of these probabilities to function.

2.5

Formal development of quantum error correction

In the preceding sections we have been gathering information about the phenomenology of quantum error correction. We’ve become acquainted with the threshold behaviour and with error
discretization—time to put the theory of quantum error correction on a formal footing. The central result of this Section is Theorem 4, which gives a necessary and sufficient condition for when,
given a quantum code and an error channel, an exact recovery operation exists.
The discussion in this section follows closely the textbook Nielsen & Chuang [29].
2.5.1

The Kraus representation of quantum operations

First, we provide a standard form of quantum operations, the Kraus representation (see also Theorem 8.1 of [29].) First, we define the notion of “quantum operation”. A quantum operation E is
map from the density operators on a Hilbert space H to the density operators of a Hilbert space
H̃ (in all our applications, H̃ = H), subject to the following three axiomatic conditions.
[A1] Tr[E(ρ)] is the probability for the process E occurring, and it holds that 0 ≤ Tr[E(ρ)] ≤ 1 for
all states ρ.
[A2] E is a convex-linear map, E(p1 ρ1 + p2 ρ2 ) = p1 E(ρ1 ) + p2 E(ρ2 ), for all probabilities p1 , p2 ≥ 0,
p1 + p2 ≤ 1.
[A3] E is a completely positive map.
Theorem 2 A map E satisfies the conditions [A1]–[A3] if and only if
X
E(ρ) =
Ei ρEi† , ∀ρ,
i

where

†
i Ei Ei

P

≤ I.
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(46)

Eq. (46) is called the Kraus representation of E. Theorem 2 is stated as Theorem 8.1 in [29]. We
refer to this book for the proof.
Remark: If we require the map E to be trace preserving, then the condition on {Ei } specializes
P †
to i Ei Ei = I.
Before we proceed it is useful to observe that the Kraus representation Eq. (46) is not unique.
Theorem 3 Consider two quantum operations E and F, represented by Kraus operators {Ei } and
{Fj }, P
respectively. Then, E = F if and only if there exists a unitary matrix U = [uij ] such that
Ei = j uij Fj for all i.
Theorem 3 is stated as Theorem 8.2 in [29]. We refer to the book for the complete proof of the
result; here we only show the “if” direction. It follows by simply inserting the latter relation for
the Ei in terms of the Fj in the Kraus representation,
X
X
X
X
E(ρ) =
Ei ρEi† =
uij Fj ρ u∗ik Fk† =
δjk Fj ρ Fk† =
Fj ρ Fj† = F(ρ).
i

ijk

jk

j

An instructive example of the above unitary freedom is the quantum operation corresponding to
measuring a qubit in the computational basis, and then discarding the outcome,
1
1
ρ 7→ |0ih0|ρ|0ih0| + |1ih1|ρ|1ih1| = ρ + ZρZ † .
2
2
Thus, measuring and not registering the outcome is the same as complete dephasing in the measurement basis.
We will use the Kraus representation of a quantum operation as the foundation for our definition
of the recovery operation R (recall that so far we have been working with a provisional definition,
Eq. (22)), and also as our model for decoherence processes E.
When basing the formulation of decoherence processes on quantum processes as defined, one
may be concerned that some physics is missed. Namely, from a physics perspective, decoherence
results from the entanglement of a system with a surrounding bath; and the system-bath interaction
can be rather peculiar, leading to memory effects for example. Yet memory effects are absent from
iterated evolution under quantum operations. A priori, this looks all too Lindbladian to be general.
However, in Section 2.6 we will rigorously establish the applicability of quantum operations
(in the sense of Theorem 2) to describe decoherence in the context of quantum error correction.
The reason is the recovery operation R: as long as quantum error correction works, it completely
disentangles the system from the bath—in every application. Therefore, for time scales beyond the
duration of an error correction cycle, information cannot be exchanged between system and bath.
2.5.2

Correctable errors and recovery

We are now in the position to formally define the notion of error recovery operation R, for which
we provided a provisional definition at the beginning of the section. We first need to make another
definition, though.
Definition 6 A set {Ei } of Kraus operators forming a quantum operation E is a set of correctable
errors for a code with code space C defined by the projector Π if there exists a CPTP map R such
that, for all states ρ in the code space, ρ = ΠρΠ, it holds that
R ◦ E(ρ) ∝ ρ.
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(47)

Remark: We only require proportionality in Eq. (47), not equality. This is in line with not requiring
the quantum operations E to be trace-preserving. For example, obtaining the outcome “+” in the
measurement of X would be a valid quantum operation in the sense of Theorem 2, and is admissible
in Definition 6.
Remark: We set up the whole framework, specifically we embed clear-cut algebraic structure
into real-world messiness as follows: Observe that Eq. (47) is required to hold exactly. However,
we do not require that error channels E coming out of realistic or semi-realistic decoherence models
are correctable as per Definition 6. Rather, we split the physical error channel E into two parts,
E = Ecorr + Esmall ,
where Ecorr is correctable, and require that the remainder Esmall is “small”. As the system size n
increases, Esmall becomes so small that it can finally be neglected.
To illustrate this with an example, note that the error channel T ⊗3 in Eq. (27) is not correctable
for the 3-qubit repetition code, because the pertaining Pauli operators
{I, X1 , X2 , X3 , X1 X2 , X1 X3 , X2 X3 , X1 X2 X3 }
do not form a correctable set. However, the subset {I, X1 , X2 , X3 } of errors is correctable, and we
can therefore split

T ⊗3 = (1 − p)3 [I] + (1 − p)2 p([X1 ] + [X2 ] + [X3 ]) + Esmall .

The reason for devoting so much attention to “sets of correctable errors” is that the definition
of “error recovery operation” is based on them.
Definition 7 Given a quantum code specified by a projector Π and an error channel E based on a
set {Ei } of correctable errors, an error recovery operation R is a CPTP map satisfying Eq. (47).
This definition of R replaces the provisional definition from the beginning of the section. We will
recover the provisional definition as a theorem.
2.5.3

The quantum error correction condition

The Definition 6 for correctable errors, and hinging on it, the Definition 7 of “recovery operation”
are fairly implicit. Def. 6 has a clause “if a CPTP map with property Eq. (47) exists”. But how is
this existence supposed to be checked in practice?
In this section, we state a general criterion for sets of errors to be correctable. This criterion has
been identified by Knill and Laflamme [32], and independently by Bennett, DiVincenzo, Smolin and
Wootters [31], and Ekert and Macciavello [30]. The present exposition follows closely the textbook
by Nielsen and Chuang [29].
Theorem 4 Consider a quantum code described by a projector Π onto the code space, and a quantum operation formed by the Kraus operators {Ei }. Then, {Ei } is a set of correctable errors if and
only if
ΠEi† Ej Π = cij Π,
(48)
for some Hermitian matrix c = [cij ].
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This condition is easily checkable. In the passing, the proof of Theorem 4 will yield a method
to construct a corresponding recovery operation R. At that point, everything is explicit and
constructive.
Proof of Theorem 4. “If”: We assume the condition Eq. (48) holds. The first step is to transform
it into a slightly simpler form where the matrix c is changed to a matrix d which is diagonal. We
recall from Theorem P
3 that the Kraus representation of E has a unitary freedom, which we now
exploit. We set Fk = i uik Ei , and compute
X
X
ΠFk† Fl Π =
u∗ik ujl ΠEi Ej Π =
[u† ]ki cij ujl Π.
ij

ij

We now choose the unitary matrix u, so far unconstrained, to diagonalize c. We obtain
ΠFk† Fl Π = dkl Π,

(49)

with dkl = 0 for k 6= l.
decomposition5 .

Next, we obtain the operators Fk Π in their polar
hence with Eq. (49), it follows that
p
Fk Π = dkk Uk Π.

q
These are Fk Π = Uk ΠFk† Fk Π,

Thus, on the code space C the Kraus operators Fk act as unitaries. This is good, the code space
is not distorted. The projectors Πk resulting from the action of the Uk on Π are
p
Πk = Uk ΠUk† = Fk ΠUk† / dkk .
We now show that for k 6= l these code spaces are orthogonal. Namely,
Πk Πl = Π†k Πl
Uk ΠFk† Fl ΠUl†
√
dkk dll
dkl Uk ΠUl†
√
=
dkk dll
= 0.
=

Thus, the projectors {Πk } form, possibly after adding a further projector to satisfy the completeness
condition, a projective measurement. We can now write down the recovery operation explicitly:
X †
R(ρ) =
Uk Πk ρΠ†k Uk .
(50)
k

Let’s compute the effect of this recovery operation on an encoded state ρ, satisfying ρ = ΠρΠ,
√
√
Uk† Πk Fl ρ = Uk† Πk Fl Π ρ
√
= ΠUk† Fl Π ρ
√
ΠFk† Fl Π ρ
√
=
d
√kk
dkl Π ρ
√
=
d
√kk √
= δkl dkk Π ρ,
5

√
Every operator A can be written in a form A = U A† A, for some unitary U . See e.g. Theorem 2.3 in [29].
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and hence,

p √
√
Uk† Πk Fl ρ = δkl dkk ρ.

(51)

Therefore,
R ◦ E(ρ) =
=

P

Pkl

kl

Uk† Πk Fl ρFl† Π†k Uk
dkk δkl ρ

∝ ρ.
Thus, by Definition 6, {Fi } is a set of correctable errors for the code described by Π. Then, by
Theorem 3 so is {Ei }.
“Only if”: Suppose a recovery operation R exists for the error channel E on the code described
by Π. Then, by Definition 7, R ◦ E(ρ) = χ ρ, for all states ρ in the code space. Since both R and E
are linear maps, the value of the proportionality constant χ must be independent of ρ. Expanding
both R and E in their Kraus form, and using the property ΠρΠ = ρ of all code states, we obtain
X
Ri Ej ΠρΠEj† Ri† = χ ΠρΠ.
ij

Therefore, by Theorem 3, every Kraus operator of R ◦ E must be proportional to the single Kraus
√
operator χ Π. Hence,
Ri Ej Π = χij Π, ∀i, j.
P
Using these relations jointly with their conjugates, and recalling that R is a CPTP map, i Ri† Ri =
I, we find
X
X
X
ΠEk† Ej Π, ∀j, k.
ΠEk† Ri† Ri Ej Π =
χ∗ik χij Π =
i

Therein, ckj =

∗
i χik χij ;

P

i

i

hence [ckj ] is a Hermitian matrix. We have thus arrived at Eq. (48). 

Now observe that the provisional definition of “recovery operation” at the beginning of this
section didn’t miss anything, which it a priori could have. With the new definition (7), the existence
of a recovery operation R for a code Π and error channel E implies that the error correction condition
Eq. (48) is satisfied; but if it is satisfied then with Eq. (50) it follows that R can always be chosen
to be of the form described in the provisional definition.
In sum, what we have achieved is basing the definition of the recovery operation R on the
property Eq. (47) that it intuitively should have, namely that it inverts the action of an error channel
E on the code space. We obtained the structure Eq. (50) of the recovery map as a consequence of
this definition.
To conclude this section, we return to the phenomenon of error discretization. We saw in an
example in Section 2.4 that given two correctable errors, linear combinations of them are also
correctable. We now demonstrate this behaviour in general.
Theorem 5 Given a quantum code with code space defined by a projector Π, a correctable error
channel F with Kraus operators {Fi }, and a corresponding recovery operation
P R, the same recovery
map also corrects the channel E described by the Kraus operators {Ei = j mij Fj }, for arbitrary
complex-valued coefficients mij .
A practical application of this theorem is that, if a code corrects for all Pauli errors on a single
site, say (the Shor code does this, for example), then the same code and recovery map corrects for
every one-qubit error. Hopefully, this application pays rent for the space the theorem occupies in
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these lecture notes. But we include it here for other, more fundamental reasons. They are stated
in two remarks at the end of the section, after the proof of Theorem 5.
Proof of Theorem 5. Wlog. we assume that the operators {Fi } refer to the special basis in
which Eq. (49) holds. Then, with Eq. (51) we obtain
P
√
√
†
Uk† Πk El ρ =
j mlj Uk Πk Fj ρ
√
P
√
=
j δkj dkk mlj ρ
√
√
=
dkk mlk ρ.
Therefore,
R ◦ E(ρ) =
=

P

Pkl
kl

Uk† Πk El ρEl† Π†k Uk
|mlk |2 dkk ρ

∝ ρ.
R, the recovery operation for F, is thus also a recovery operation for E. 
Remark: We observed earlier, in the example of the repetition code, that quantum error correction requires no fine-tuning. The error rates describing the decoherence model don’t need to
be known by the error recovery procedure. Then, on the other hand, the very definition of the
recovery map (Definition 7) hinges on a set of errors {Ei } which the recovery procedure is supposed
to correct.
These two observations seem diametrically opposed to one another, but Theorem 5 reconciles
them. The recovery procedure R depends on two things, namely (a) the projector Π defining the
code space C, and (b) the vector space V = Span({Ei }) spanned by the correctable errors. In
V , all rate information is wiped out. This makes the definition of R consistent with our earlier
observation on no-finetuning.
Remark: The code space C and the space of correctable error operators V interact in a peculiar
way. Namely, the error-correction condition in diagonal form Eq. (49) singles out a preferred basis
of V (up to rescaling of the basis vectors). This, in turn, partitions the large (n-qubit) Hilbert
space H̃ into which the code space C is embedded, C ⊂ H̃, into subspaces described by orthogonal
projectors {Πk }. Those projectors form the syndrome measurement in the first step of the recovery
operation R. We have a one-to-one mapping between the Fk ∈ V and the Πk ,
Fk ←→ Πk , ∀k.
When a superposition of errors happens, say ak Fk + ak0 Fk0 , the measurement {Πl } will probabilistically pick one of them. This is error discretization in the general case. It is a consequence of
the Dirac projection postulate. Measurement destroys superposition—and sometimes that’s a good
thing!

2.6

Interface with decoherence in real life

The decoherence models discussed so far, say probabilistic local spin and phase flip errors, may
seem somewhat artificial. The purpose of this section is to provide an interface between the above
coding-theoretic discussion of decoherence and a more physical discussion. We define two criteria
by which the suitability of a quantum system for quantum error correction can be assessed.
There are four time scales of interest in fault-tolerant quantum memory: the time T over
which encoded quantum information is to be protected, the time interval ∆ between two successive
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Figure 9: Schematic view of the development of entanglement between the encoded quantum
register and the bath. As long as error correction works, the initial boundary condition of a
factorized state between system and bath is re-enforced in every syndrome measurement (SyM).

rounds of quantum error correction, the time Θ over which significant correlations build between
the quantum register and the surrounding bath due to their interaction, and the time τ it takes to
execute the measurement and the conditional unitaries Ci in the recovery operation. In a regime
of successful quantum error correction, these time scales obey
τ  ∆ < Θ  T.
The shortest time scale is for the actively executed operations—the correction unitaries and the
syndrome measurements. In the discussion below we make the simplifying assumption that
τ = 0.
It is satisfied in many physical realizations for the unitaries, but less so for the projective measurements. For example, in superconducting qubits the assumption of fast measurement it is not well
satisfied.
We point out that the assumption just made can be relaxed. As we will show in the next section,
there is a large class of quantum codes—the stabilizer codes—for which the correction operations
Ci can be dispensed with, and absorbed in the classical side processing of syndrome information.
In Section 5 we will discuss how to get by with slow measurements. However, for now we invoke
the assumption, to not have to deal with all complications at once.
After τ has been eliminated, Θ is the only time scale remaining that is defined by the physical
system. ∆ is set by the operator of the device, and T is a function of Θ and ∆. We will show that,
in a regime where quantum error correction functions, T −→ ∞ in the limit of large code size.
As is the custom, the present discussion begins with a Hamiltonian,
H = HS + HB + HSB .

(52)

Therein, the system S is our encoded quantum register, and the system B is a bath surrounding
S. HS is the system Hamiltonian, HB is the Hamiltonian of the bath, and HSB is the interaction
Hamiltonian between system and bath. The Hilbert space of the system S will be infinite in the
limit of infinite code size, and finite for finite code size. The Hilbert space of the bath will be finite
or infinite, depending on the type of bath.
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When drawing a quantum circuit and involving a qubit state |0i or |1i, we assume that in
the absence of quantum gates, these quantum states just sit there and don’t evolve. There is no
Hamiltonian acting on them. However, in a physical system, say an ion trap quantum computer, a
system Hamiltonian is always present.
To reproduce the computer science point of view from a physics perspective, we transform the
above Hamiltonian from the Schrödinger picture into the interaction picture, where it becomes
HI = H̃SB (t).
There, the system part and the bath part of the Hamiltonian are removed, but the interaction term
now carries a time dependence that is influenced by the former HS and HB .
The entangling unitary USB (∆) accumulated by the evolution according to the Hamiltonian
H̃SB (t) over a time interval ∆ is


Z
i ∆
H̃SB (t)dt ,
(53)
USB (∆) = T̂ exp −
~ t=0
with T̂ the time-ordering operator.
Working in the interaction picture, we now consider the first error correction cycle, which starts
at time 0 and completes at time ∆ with the first syndrome measurement. We assume that at the
beginning of the cycle, the system-bath state is in a tensor product
ρSB (0) = σ(0)S ⊗ χ(0)B ,
and σ(0) is in the code space ΠσΠ = σ. This is a minimal assumption. It just says that we have
the capacity to put a logical state σ into error-correcting memory.
The state σ(→ ∆)S just before the recovery operation is
χ(0)

σ(→ ∆)S = TrB USB (∆)σ(0)S ⊗ χ(0)B USB (∆)† =: ES

(σ(0)), ∀σ(0).

χ(0)

Therein, ES
is a quantum operation, per Theorem 2. Anyone who doesn’t want to rely on the
theorem may alternatively compute a Kraus normal form of E χ(0) directly, in terms of USB (∆) and
the eigenstates and eigenvalues of χ(0). We point out that E χ(0) depends on the bath state χ(0),
hence the notation.
For any physical system of interest, computing USB (∆), and from it the quantum operation
χ(0)
E
, is excruciatingly hard, or worse, but it can be done at least in principle. Whatever form the
Hamiltonian (52) takes, the result will always be a quantum operation E χ(0) . So our starting point
of describing decoherence by quantum operations was not so special after all.
We may now apply the error correction condition Eq. (48) to the first QEC cycle. We require
R ◦ E χ(0) [Π] = [Π],

(54)

namely, R ◦ E χ(0) has to act on the code space Π as the identity map. This condition is in fact how
we define the time scale Θ over which the bath becomes “significantly” entangled with the system.
We consider the time ∆ between two successive as a free parameter, and investigate the condition
Eq. (54) as a function of ∆. The point ∆crit where Eq. (54) breaks down defines Θ, i.e., Θ := ∆crit .
If the code in question encodes just a single qubit (a useful example to start from), then the
maps on the l.h.s and the r.h.s. of Eq. (54) are just CPTP maps on a two-dimensional Hilbert
space. Very simple objects, but the map on the l.h.s. is typically hard to calculate. It is extracted
from an infinite quantum system.
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Figure 10: One iteration of the error correction step. In a regime where error correction is successful,
the factorization between system and bath is reproduced after the application of the recovery
operation R, and the encoded state σ is preserved. The condition for successful error correction in
each cycle, Eq. (58), depends on the state of the bath at the beginning of the cycle.

If Eq. (54) is satisfied, then the joint system bath state at time ∆ (after the recovery operation
R), will again be of tensor product form,
ρ(∆) = σ(0) ⊗ χ(∆).
The reason is that, if Eq. (54) holds, then any pure state σ remains pure under the first cycle, and
as such cannot be entangled with the bath.
Next we show that the bath state χ(∆) is independent of σ(0). The physical reason is the
following. Suppose it wasn’t so; the state χ(∆) carried information about σ(0). Then, since
from Eq. (54) we know that σ(0) survived unchanged, we may (in principle) reiterate the first
error correction step with a new bath in the state χ(0), thereby producing another copy of χ(∆)
without affecting σ(0). We may repeat this a large number of times, and then measure the many
copies of χ(∆) in a way suitable to extract information about σ(0). But that would amount to a
measurement of σ(0) without disturbance, which is impossible in quantum mechanics. Hence χ(∆)
must be independent of σ(0) (if Eq. (54) holds).
The mathematical argument is this (one logical qubit). Let’s keep the possibility of χ at time
∆ depending on σ(0). E.g.,
1
1
R[U(·)](|0ih0| ⊗ χ) = |0ih0| ⊗ χ0 = I ⊗ χ0 + Z ⊗ χ0 .
2
2
By linearity of R and [U (∆)] we also have,



I +Z
R[U(·)](|0ih0| ⊗ χ) = R[U(·)]
⊗χ
2
1
1
=
R[U(·)] (I ⊗ χ) + R[U(·)] (Z ⊗ χ)
2
2
1
1
I ⊗ χI + Z ⊗ χZ
=
2
2
The two above expressions on the r.h.s. agree only if χI = χZ (= χ0 ). Repeating the argument
along other directions on the Bloch sphere, we find
χI = χX = χY = χZ .
And then again by linearity of R[U (∆)], χ at time ∆ is independent of σ(0).
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Now using this fact, we can compute χ(∆). Wlog., we may choose σ(0) = Π/2 (for one encoded
qubit), and obtain
χ(∆) = TrS U (∆)(Π/2 ⊗ χ(0))U (∆)† =: E(χ(0)).
(55)
Note again that the state χ(∆) depends only on its former self, χ(0), but not on σ(0), by virtue of
Eq. (54).
We now restate the above arguments without specific reference to time 0. We first generalize
the above definition of E χ(0) to arbitrary χ,
ESχ (σ) := TrB USB (∆)σS ⊗ χB USB (∆)† , ∀σ.

(56)

We find that if ρ(m∆) = σ ⊗ χ, with σ = ΠσΠ, and R ◦ E χ [Π] = [Π] then
ρ((m + 1)∆) = σ ⊗ E(χ).

(57)

This is just the argument we gave above, translated m steps ∆ forward in time. See Fig. 10 for
graphical illustration.
Lemma 1 If ρ(0)SB = σ(0)S ⊗ χ(0)B , with σ(0) = Πσ(0)Π, and
R ◦ E χ(m∆) [Π] = [Π], 0 ≤ m < n,

(58)

m

then ρ(m∆) = σ(0) ⊗ χ(m∆), with χ(m∆) = E (χ(0)), for all m = 0, .., n.
In words, the lemma says the following. At time 0, we have factorization between system and bath
guaranteed, ρ(0) = σ(0) ⊗ χ(0). Then we can check the condition Eq. (58) for n = 1, m = 0. If the
condition checks out, we can infer that the state at time ∆ is ρ(∆) = σ(0) ⊗ E(χ(0)). Now we can
check Eq. (58) for n = 2, m = 1, and χ(∆) = E(χ(0)) (which we just obtained). If the condition is
2
satisfied again, we can infer that the state at time 2∆ is ρ(2∆) = σ(0) ⊗ E (χ(0)), and so on and
so forth. We are inching forward round by round, checking the condition Eq. (58) for the changing
bath states.
Proof of Lemma 1. The proof by induction. Suppose that up to time ñ∆ the error correction
condition Eq. (58) has always been satisfied, for some ñ < n. We now show that the same is then
true for (ñ + 1)∆.
The induction hypothesis is
m

ρ(m∆) = σ(0) ⊗ χ(m∆), with χ(m∆) = E (χ(0)), ∀m = 0, .., ñ.
By assumption of the lemma, the statement is true for ñ = 0. From the assumption Eq. (58) of the
lemma we know that R ◦ E χ(ñ∆) [Π] = [Π]. Then, with Eq. (57) and the induction hypothesis,
ñ

ρ((ñ + 1)∆) = σ(0) ⊗ E(E (χ(0))) = σ(0) ⊗ E

ñ+1

(χ(0)).

Combining this with the induction hypothesis, we obtain
m

ρ(m∆) = σ(0) ⊗ χ(m∆), with χ(m∆) = E (χ(0)), ∀m = 0, .., ñ + 1.
This completes the induction step. 
To summarize, in the above joint evolution of system and bath, as long as the quantum error
correction condition Eq. (58) is satisfied, on long time scales t = m∆, m ∈ N, the factorization
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condition between system and bath is reproduced, ρ(m∆) = σ(0) ⊗ χ(m∆). Further, only the
bath is evolving, not the system. In a way, this is the reverse of what is often encountered in
quantum optics problems. Finally, the evolution of the bath is simple, i.e., the state of the bath at
time (m + 1)∆ depends only on the state of the bath at time m∆, not on the entire prior history
(no memory effects). This is a consequence of the disentangling power of the recovery operation
R. Memory effects may be present within individual error correction cycles. All intricacy of the
system-bath interaction unfolds within each individual quantum error correction cycle, and these
cycles are concatenated in simpler, Lindbladian fashion.
Quantum error correction can fail in two ways,
1. Θ = 0. Even the first quantum error correction cycle fails, as the condition ∆ < Θ can not
be satisfied. This happens, for example, when the system-bath interaction is long-range.
2. The error correction condition Eq. (58) for the time interval (m∆, (m + 1)∆] depends on the
state χ(m∆) of the bath at time m∆. The state of the bath is evolving in time, and may
lead to bath states less suited to quantum error correction.
Informally, one may compare the operation of quantum error correction to taking a ride in delicate
vintage car. The combustion engine runs one stroke at a time, and each combustion cycle depends
on the earlier combustion cycles only through a few parameters of the environment, such as the
temperature of the engine block. The engine may fail in two ways: (1) It doesn’t even start (Who
put the windshield wiper fluid in the fuel tank?), or (2) The engine block warms up, heats up,
overheats, bursts.

3

Stabilizer quantum codes

The most important result of the previous section was the quantum error correction condition of
Theorem 4. It told us, given a quantum code C and a set of likely errors {Ei }, whether this set of
errors is correctable using that code. However, if only given the set of likely errors {Ei }, how can
we construct codes that correct them?—Theorem 4 is mute on that question.
In this section, we introduce a very large class of quantum codes, the stabilizer codes, along
with their corresponding recovery operations. While quantum codes outside the stabilizer formalism
have been identified, the stabilizer codes are the most widespread and studied code family. Also,
they lead to the highest known thresholds for fault-tolerant quantum computation, because of the
simplicity of syndrome measurement for many of these codes.
From the perspective of coding theory, the most important elements of this section are (i) the
definition of stabilizer codes (Def. 8), (ii) the translation of the quantum error correction condition,
Theorem 4 into the stabilizer formalism (Corollary 1), and (iii) the examples of stabilizer codes
discussed in Section 3.4. But then, next to the coding-theoretic perspective—which has been
our only perspective so far—a new angle emerges in this section: computation. From that new
perspective, an important result is the Gottesman-Knill theorem (Section 3.5).

3.1

The repetition code again

The classical repetition code, to which we now briefly return,
0 = 000, and 1 = 111.
is a base camp for explaining a large class of quantum codes—the stabilizer codes.
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As we noted earlier, errors in a repetition code code can be corrected by majority voting. For
example, if an erroneous codeword 010 is found, this either means that bit No. 2 was flipped and
the encoded state was 000, or that bits No. 1 and 3 were flipped, and the encoded state was 111.
Assuming a local error model with sufficiently low error probability, the occurrence of a single
error is way more likely than that of a double error. Therefore, in the present case, the success
probability of error correction is maximized if the encoded bit is corrected to 000. This is exactly
what majority voting does.
But majority voting is not suitable for generalization to the quantum case, because in the
process the encoded state is learned. As noted above, in the quantum case, learning the state
generally changes it. Quantum information is thereby lost.
Fortunately, for the repetition code there is an alternative error-correction procedure which is
exactly as effective as majority voting. Namely, consider an affected codeword c̃ = c ⊕ e, where
c is the (unaffected) codeword, e is the error and “⊕” denotes addition mod 2. Then, there is a
parity check matrix P and a syndrome vector s such that
s = P c̃,

(59)

where the parity check matrix in the present case takes the form


1 1 0
P =
,
0 1 1
and obeys the condition
P c = 0, ∀ codewords c.

(60)

The parity check yields two bits of syndrome. The correspondence between the four possible
syndrome states and eight possible errors is
syndrome sT
(00)
(10)
(01)
(11)

compatible errors eT
{(000), (111)}
{(100), (011)}
{(001), (110)}
{(010), (101)}.

Assuming a local error model, for either value of the syndrome vector s, there is a clear favorite
error to correct to. For example, if the syndrome is (00)T , it is assumed that no error happened,
and no correction is performed. This decision is wrong with a probability p3 . Likewise, if the
error syndrome is (01)T , the error (001)T is corrected for. This choice is wrong with a probability
(1 − p)p2 . Summing all the cases, the error correction fails with a probability of order p2 . Without
encoding and error-correction, the error probability is p. Thus, for small values of p, error-correction
helps.
Parity check matrices exist for a very large class of classical codes, not just for repetition codes.
The defining property of the parity check matrix is Eq. (60). By linearity, s = P c ⊕ P e = P e.
Thus, the error syndrome s reveals information only about the error, but not about the encoded
bit. This may be a side note for classical error-correction, but for quantum error-correction it is all
important. In fact, it is the starting point for making the transition.
To be specific, let us first consider a quantum counterpart of the repetition code Eq. (23),
|ψi = α|0i + β|1i −→ |ψi = α|000i + β|111i.
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Therein, one qubit is encoded in three. Now, what is the quantum counterpart to the parity check
matrix? – We can easily set up the correspondence between the rows of the parity check matrix
and certain Pauli operators,
[110] ←→ Z1 ⊗ Z2 ⊗ I3 ,
(61)
[011] ←→ I1 ⊗ Z2 ⊗ Z3 .
The Pauli operators to the right of the above correspondence have the property that every state
|ψi in the code space is an eigenstate of them, with eigenvalue +1. That is,
Z1 ⊗ Z2 ⊗ I3 |ψi = |ψi, ∀ |ψi = α|000i + β|111i,
I1 ⊗ Z2 ⊗ Z3 |ψi = |ψi, ∀ |ψi = α|000i + β|111i.

(62)

The operators on the r.h.s. of Eq. (61) are called stabilizer operators because they pointwise
stabilize the codespace. They are Hermitian, and can thus be measured. Since property (62) holds
for all states in the code space, measuring those operators does not collapse the state of the encoded
qubit.
Then, what information do we learn from measuring the operators Z1 Z2 and Z2 Z3 ? Property
(62) does not hold for all states in the three-qubit Hilbert space the code space is embedded in.
Thus, by measuring the above operators, we find out whether the encoded state is still in the code
space or not. Furthermore, if the state has left the code space we learn which operation must be
applied to bring it back.
To illustrate this point, consider the example of an X-error affecting the encoded state on qubit
1, i.e., |ψ 0 i = X1 |ψi. Using the commutation relations among Pauli operators, we find
Z1 Z2 |ψ 0 i = Z1 Z2 X1 |ψi = −X1 Z1 Z2 |ψi = −X1 |ψi = −|ψ 0 i.
Likewise, Z2 Z3 |ψ 0 i = +|ψ 0 i. Thus, measuring the operators Z1 Z2 , Z2 Z3 on |ψ 0 i yields the eigenvalues λ12 = −1, λ23 = +1. There are two X-type errors compatible with this syndrome, namely X1
and X2 X3 . The error-correction procedure cannot further discriminate between the two, and the
underlying error model must tell which error is the more likely. Applying either X1 or X2 X3 will
bring the three-qubit state back to the code space. However, correcting the error that didn’t happen
results in an encoded error X = X1 X2 X3 , which is subsequently undetectable and uncorrectable.
To summarize, from the example of the quantum repetition code we draw a lesson that will be
corroborated in the next section: certain quantum codes descend from classical linear codes. The
concept of the “parity check matrix” in classical linear codes is generalized to the “stabilizer group”
of a quantum code.
Problem. Show that measuring the Pauli operators Zi Zj , for 1 ≤ i 6= j ≤ n amounts to the
measurement {Πm } described in Eq. (41).

3.2
3.2.1

Quantum codes in the stabilizer formalism
Definition of stabilizer codes

The stabilizer operators play a central role in our error-correction procedure. Their key properties
are (i) They must pairwise commute. For otherwise, the measurement of one stabilizer operator
would wipe out the information learned earlier in the measurement of another such operator.
(ii) Quantum mechanical errors must leave a characteristic signature in the measured stabilizer
eigenvalues, i.e., in the error syndrome, for those errors to be correctable.
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Here, we confine our attention to stabilizer operators in the n-qubit Pauli group, for arbitrary
n. For concreteness, the one-qubit Pauli group is P = iI, X, Z . The n-qubit Pauli group is
Pn = P ⊗ P ⊗ .. ⊗ P, with one factor of P for each of the n qubits. The class of admissible quantum
codes is thereby constrained, but in exchange we arrive at a very powerful and efficient formalism
for discussing these codes, the so-called stabilizer formalism.
We now formally define the notions of the stabilizer group and stabilizer codes, which form the
basis for our subsequent discussion.
Definition 8 [Stabilizer group and stabilizer code] A stabilizer group S on n qubits is an abelian
subgroup of Pn such that −I 6∈ S. The corresponding quantum code space C(S) ⊂ H is
C(S) = {|ψi ∈ H, s.th. g|ψi = |ψi ∀ g ∈ S} .

(63)

Let us check the above definition in the case of the repetition code Eq. (23). Here, the stabilizer
group is S = Z1 Z2 , Z2 Z3 , c.f. Eq. (61). Then, Eq. (62) amounts to the condition Eq. (63) for
that particular quantum code.
Consider a stabilizer group with s generators. Each generator commutes with all the other
generators and squares to the identity. Therefore, S has 2m elements. Since g1 |ψi = λ1 |ψi, g1 |ψi =
λ1 |ψi =⇒ g2 g1 |ψi = λ2 λ1 |ψi, the constraints enforced by the generators of the stabilizer alone
define the stabilizer code space, and the constraints enforced by the other stabilizer elements are
dependent. Each stabilizer generator cuts the dimension of the code space in half. Therefore, the
number k of qubits encoded with a given stabilizer code with s generators is k = n − s.
For each of the encoded qubits, we require encoded Pauli operators X i and Z i , for 1 ≤ i ≤ k.
These operators must obey the usual Pauli operator commutation relations X i Z j = (−1)δij Z j X i ,
and, when applied, must map the code space back onto itself (without necessarily mapping each
state in the code space to itself, of course). Therefore, the encoded Pauli operators must commute
with all stabilizer operators,
[X i , g] = 0, [Z j , g] = 0, ∀i, j = 1..k, ∀g ∈ S.

(64)

For the example of the quantum repetition code, n = 3 and s = 2, such that there is one encoded
qubit. We can verify directly in Eq. (23) that X1 X2 X3 acts as X and that Z1 acts as Z. Indeed,
these operators satisfy the required commutation relations among themselves and with the stabilizer
operators, c.f. Eq. (64).
3.2.2

The quantum error correction condition for stabilizer codes

How are Pauli errors identified through the measurement of the stabilizer generators? The previous
discussion of the quantum repetition code generalizes. Any Pauli error E can only commute or
anti-commute with any given stabilizer operator g. If it commutes, the eigenvalue obtained in the
measurement of g is λg = +1. If it anti-commutes then the measured eigenvalue is λg = −1.
Combining the measured eigenvalues for a set of stabilizer generators, the error syndrome Sy(E) is
obtained for an error E that has occurred. Each possible Pauli error leaves a characteristic signature
in the syndrome. Two errors E1 and E2 can be told apart by the error-correction procedure, if their
syndrome differs, Sy(E1 ) 6= Sy(E2 ). In some cases, it is not necessary that the error correction
procedure can distinguish two errors E1 and E2 , namely when E2 = E1 g, for some g ∈ S. In that
case, E1 and E2 act in the same way on the code space. If E1 happened, it causes no harm if
E2 = E1 g is corrected for.
To formalize these insights, we observe that the quantum error correction condition of Theorem 4
can be specialized to stabilizer codes as follows. Denote by N (S) the normalizer of the stabilizer
group S, i.e., N (S) = {g|gS = Sg}. The following result is a corollary of Theorem 4.
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Corollary 1 A set A of Pauli errors is correctable for a given code with stabilizer S, if for all
Ei , Ej ∈ A, either Ei† Ej 6∈ N (S), or Ei† Ej ∈ eiφ S.
Proof of Corollary 1. Case I: Ei† Ej 6∈ N (S). Then, there exists a stabilizer element g0 ∈ S such
that Ei† Ej g0 = −g0 Ei† Ej . Thus,
ΠEi† Ej Π = ΠEi† Ej g0 Π
= −Πg0 Ei† Ej Π
= −ΠEi† Ej Π
Hence, ΠEi† Ej Π = 0, and the quantum error correction condition Eq. (48) is satisfied with cij = 0.
Case II: Ei† Ej ∈ eiφ S. Then, ΠEi† Ej Π = eiφ Π. Eq. (48) is thus satisfied with cij = eiφ . Indeed,
[cij ] is Hermitian, since Ej† Ei = (Ei† Ej )† , and hence cji = e−iφ = c∗ij . 
3.2.3

Code distance

A quantum code suppresses errors if the set of correctable errors contains all likely errors, with
respect to a given error model. The code distance is a quantitative measure for the capability of
a code to correct increasingly unlikely errors. For quantum codes, the weight w of an operator is
the number of qubits on which it acts nontrivially. (For example, the operator Z1 Z2 I3 has weight
2.) Now, the distance d of a code is the least weight of a Pauli operator that violates the quantum
error correction condition, i.e. which is in N (S) but not in S up to phase.
The weight is useful as a measure for the likeliness of a probabilistic error under the assumptions
that errors are local and occur independently. Then, for the probability p(E) of a probabilistic Pauli
w(E)
error E, p(E) ∼ plocal . Furthermore, the same weights are assigned to X, Y and Z errors, which
fits with the local depolarizing channel Eq. (2.4).
The number of physical qubits n, the number of logical qubits k and the distance d are the
most important parameters of a stabilizer code. Therefore, when referring to a particular quantum
code it is often described with the prefix [n, k, d].
Problem. Show that the quantum repetition code of Eq. (40) is an [n, 1, 1]-code and that the
Shor code of Eq. (37) is a [9, 1, 3]-code.
Problem.
3.2.4

If a stabilizer code has distance d, how many local errors can it correct?

Recovery operation

We are now in the position to explicitly write down the recovery operation R that corresponds to a
single round of quantum error-correction, for any stabilizer code. The physical procedure consists of
two steps, namely first the measurement of the error syndrome, and, second, a correction operation
conditioned on that syndrome. The total n-qubit Hilbert space H splits into a direct sum of
orthogonal subspaces,
M
H=
H(Sy),
(65)
Sy

where H(Sy) is such that for every state in H(Sy) we measure the syndrome Sy. Denote by
ΠSy the projector onto H(Sy), and H(0) = C(S). For every syndrome value Sy, there is a most
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likely error Emax (Sy) compatible with that syndrome. In accordance with the above, this error is
corrected for when the syndrome value Sy is measured. The recovery operation thus is
X
Emax (Sy)ΠSy ρΠSy Emax (Sy)†
R(ρ) =
(66)
s
Sy∈Z2

We note that the recovery operation Eq. (66) is of the form described in the proof of Theorem 4
and in the provisional definition of Section 2.
3.2.5

The stabilizer generator matrix

The stabilizer generator matrix is an important tool for writing down stabilizer states in a compact
fashion. In a way, it is the essence of the stabilizer formalism.
We begin by observing that every n-qubit Hermitian Pauli operator can be written in terms of
a 2n-component binary vector a = (aX , aZ ), with aX , aZ ∈ Zn2 , and a scalar s ∈ Z2 ,
s (aX ,aZ )

Pa,s = (−1) i

n
O

(Xi )aX [i] (Zi )aZ [i] ,

(67)

i=1

with (aX , aZ ) the inner product between aX and aZ , (aX , aZ ) := (aX )T aZ .
The phase factor i(aX ,aZ ) is included to make Pa,s of Eq. (67) Hermitian, and the sign factor
(−1)s acknowledges the fact that P ∈ Pn ⇐⇒ −P ∈ Pn .
Any two Pauli operators either commute or anti-commute,
Pa,s Pb,s0 = −(1)[a,b] Pb,s0 Pa,s ,
where
[a, b] = (aX )T bZ − (aZ )T bX

mod 2.

(68)

This is an important relation for our purposes, because—as we already saw—the correction of Pauli
operators in stabilizer codes is all about the Pauli operator (anti)commutation relations. Note that
the commutation relation does not depend on the signs s, s0 of the Pauli operators.
With this preamble, we can now define the stabilizer generator matrix G,
G := (GX ||GZ ) ,

(69)

with GX , GZ two binary-valued (n − k) × n matrices, for a stabilizer code with n physical and k
logical qubits. The columns of GX , GZ are labeled by the qubit number. Each row r of G represents
a stabilizer generator. Namely, denoting by [G](r) the r-th row of G, then the corresponding
stabilizer operator is P[G](r),0 as defined in Eq. (67).
As per its definition, the stabilizer group is Abelian, i.e., all elements of a given stabilizer group
pairwise commute. This implies a constraint on G, namely with Eq. (68),
GX (GZ )T − GZ (GX )T

mod 2 = 0.

(70)

The stabilizer generator matrix G defines the corresponding stabilizer operators only with a fixed
sign. For varying signs ±1, the stabilizer generator matrix needs to be supplemented with an ncomponent binary vector s, to keep track of the n signs of the stabilizer generators. However, much
of what we care about in this section, for example which error anti-commutes with which stabilizer
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operator, the signs don’t matter. Therefore, presently the matrix G is more important than the
vector s.
The definition of a stabilizer code is incomplete without specifying the encoded Pauli operators.
For a stabilizer code that encodes k logical qubits, we have binary vectors a(l) ∈ Z2n
2 and binary
vectors b(l) ∈ Z2n
,
l
=
1,
..,
k
such
that
2
X l = Pa(l),0 , Z l = Pb(l),0 , l = 1, .., k,

(71)

and Y l = iZ l X l . We require that for all l the encoded Pauli operators X l and Z l must commute
with the entire stabilizer S.
Example. To aid the processing, here we provide one example of a stabilizer generator matrix,
namely for the 9-qubit Shor code. First we identify the stabilizer generators in standard notation.
From Eq. (37) it follows that for any encoded state |Ψi = α|0i + β|1i it holds that
|Ψi = Z1 Z2 |Ψi = Z2 Z3 |Ψi = Z4 Z5 |Ψi = Z5 Z6 |Ψi = Z7 Z8 |Ψi = Z8 Z9 |Ψi.

(72)

Z1 Z2 , Z2 Z3 , Z4 Z5 , Z5 Z6 , Z7 Z8 , Z8 Z9 ∈ S.

(73)

Thus,
Furthermore, these operators are independent of one another, i.e., non is the product of (some
of) the others. Therefore, all of the above operators can be included in the generator of the code
stabilizer.
Completely analogous to Eq. (72), the general encoded state |Ψi satisfies the eigenvalue equations
|Ψi = X1 X2 X3 X4 X5 X6 |Ψi = X4 X5 X6 X7 X8 X9 |Ψi.
(74)
Therefore,
X1 X2 X3 X4 X5 X6 , X4 X5 X6 X7 X8 X9 ∈ S.

(75)

Furthermore, these operators are independent of one another, and independent of the operators
listed in Eq. (73). Therefore, they can be used as stabilizer generators in conjunction with the
generators already identified in Eq. (73). Eqs. (73) and (75) combined yield 8 stabilizer generators,
which is the complete set (Why?).
The corresponding stabilizer generator matrix is


GShor






=






1
0
0
0
0
0
0
0

1
0
0
0
0
0
0
0

1
0
0
0
0
0
0
0

1
1
0
0
0
0
0
0

1
1
0
0
0
0
0
0

1
1
0
0
0
0
0
0

0
1
0
0
0
0
0
0

0
1
0
0
0
0
0
0

0
1
0
0
0
0
0
0

0
0
1
0
0
0
0
0

0
0
1
1
0
0
0
0

0
0
0
1
0
0
0
0

0
0
0
0
1
0
0
0

0
0
0
0
1
1
0
0

0
0
0
0
0
1
0
0

0
0
0
0
0
0
1
0

0
0
0
0
0
0
1
1

0
0
0
0
0
0
0
1







.






(76)

Here, the sub-matrices GX and GZ have been separated by a vertical double bar. The other
vertical bars are there to guide the eye. The horizontal bar separates stabilizer generators that
consist exclusively of phase flip operators Z from stabilizer generators that consist exclusively of
spin flip operators X. Not every stabilizer allows such a separation; it’s a special feature to which
we turn in the next section.
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The encoded Pauli operators may be choosen
X=

9
O

Xi , X =

i=1

9
O

Zi .

i=1
0

0

This choice is not unique, since for any viable X, Z, the operators X = Xg and Z = Zh are just
0
0
as viable, for all g, h ∈ S. For example, we may just as well use X = X1 X2 X3 and Z = Z1 Z4 Z7 .
Problem. (a) Write down the encoded state |+i, encoded with the three-qubit repetition code
Eq. (23), in the computational basis. (b) Show that |+i is an eigenstate of X1 Y2 Y3 , both by using
the expression obtained under (a) and by using the stabilizer formalism. What is the corresponding
eigenvalue?

3.3

The CSS construction

CSS codes, after their inventors Robert Calderbank, Peter Shor and Andrew Steane, are a special
class of stabilizer codes. Namely, they can be written in such a way that some of the stabilizer
generators only have an X-part and the remaining generators only have a Z-part; i.e.,


G̃X
0
G=
.
(77)
0
G̃Z
The Shor code stabilizer Eq. (76) is our first example.
For CSS codes, the stabilizer commutativity constraint Eq. (70) simplifies to
G̃X (G̃Z )T

mod 2 = 0.

(78)

That is, we can build a quantum code (a CSS code) from any pair of mutually dual linear codes
G̃X , G̃Z . This is perhaps a somewhat perplexing realization: we may grab two classical codes and
make a quantum code out of them, provided the two codes satisfy the commutativity condition
Eq. (78). What holds for the codes extends to the quantum error-correction based on them: its
just two classical error corrections running in parallel!
If so, then what is really quantum here?—The answer has to wait a bit, until the next section,
where we discuss encoded quantum gates and encoded universality. An important reference point,
though, is the Gottesman-Knill theorem discussed at the end of this section.
With very few exceptions, the quantum codes we’ll look at in this course are CSS codes.

3.4

Examples of stabilizer codes

We now provide a list of examples for stabilizer codes. Some of these codes are included to make
a particular fundamental point about quantum codes and quantum error correction, and others
because they are widely used in constructions of fault-tolerant quantum computation.
3.4.1

The Shor code continued

We have already used the Shor code as an example above. Specifically we have given its stabilizer
generators in Eqs. (73) and (75), and its stabilizer generator matrix in Eq. (76).
In the continuation of this example, we turn to error correction with the Shor code. Measuring
each one of the six observables appearing in Eq. (72) gives us information about possible errors.
First, if no error has happened, then all measured eigenvalues are +1.
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Now lets’s consider one concrete example of a local spin flip error. Suppose, the Pauli X error
occurred on qubit 5, i.e., the state before error correction is |Ψ0 i := X5 |Ψi. Then,
(Z4 Z5 )|Ψ0 i =
=
=
=

(Z4 Z5 )X5 |Ψi
−X5 (Z4 Z5 )|Ψi
−X5 |Ψi
−|Ψ0 i.

Thus, if Z4 Z5 is measured on |Ψ0 i, then the resulting measured eigenvalue is −1. The same happens
for the measurement of Z5 Z6 . For the other four operators of Eq. (72) the measured eigenvalue
remains +1. The error X5 thus leaves a characteristic trace in the measurement record, which is
called its syndrome,
SyZ (X5 ) = (+ + − − ++).
(The subscript “Z” reminds us that there is more syndrome to come.) As can be easily verified, all
9 local X-errors have different syndromes. Therefore, each local X-error can be uniquely identified
and corrected. Note that the measurement of the syndrome operators does not affect the encoded
logical information.
Let’s now turn to the Z-errors. To investigate a concrete example, consider the Pauli error Z5
now. Analogously to the argument above, we find






− Z5 |Ψi = X1 X2 X3 X4 X5 X6 Z5 |Ψi = X4 X5 X6 X7 X8 X9 Z5 |Ψi .
That is, the error Z5 has the syndrome SyX (Z5 ) = (−−).
If we now look at the situation for all 9 local Z-errors, we find that, unlike for the local X-errors,
not all of them have a distinct syndrome. Namely, for Z1 , Z2 and Z3 the syndrome is (−+), for
Z4 , Z5 , Z6 the syndrome is (−−), and for Z7 , Z8 , Z9 it is (+−). That is, we can sort them into
three bins, but not uniquely identify them.
However, this is also not necessary. The errors within each bin amount to the same on the code
space. For example, the first bin contains Z1 , Z2 and Z3 . For all states in the code space |Ψi it
holds that
Z1 |Ψi = Z1 (Z1 Z2 )|Ψi = Z2 |Ψi, Z2 |Ψi = Z2 (Z2 Z3 )|Ψi = Z3 |Ψi.
Thus, while Z1 , Z2 , Z3 are different as operators, they act in the same way on the code space. We
cannot distinguish them by their syndrome but neither we need to. The other two bins of Z-errors
behave in exactly the same way.
3.4.2

The 5-qubit code

The 5-qubit code has the distinction of being the smallest stabilizer code that corrects one local
error. It is also the only non-CSS example of a stabilizer code in these lecture notes.
The stabilizer of the 5-qubit code is generated by the operators (read ZXXZI = Z1 X2 X3 Z4 I5 =
Z1 ⊗ X2 ⊗ X3 ⊗ Z4 ⊗ I5 ),
ZXXZI,
XXZIZ,
(79)
XZIZX,
ZIZXX.
The encoded Pauli operators are
X = XXXXX, Z = ZZZZZ.
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(80)

Problem. (a) Show that the stabilizer code defined by Eqs. (79) and (80) satisfies the required
commutation relations. (b) Show that this code is invariant under the cyclic permutation of its
qubits, 1 → 2 → 3 → 4 → 5 → 1. (c) Show that this code is not a CSS code.
3.4.3

The Bacon-Shor code

The Bacon-Shor code is included in this list to make a fundamental point. Namely, it turns out
that we need to slightly revise and generalize how we think about syndrome measurement.
3.4.4

The Steane code

3.4.5

Reed-Muller quantum codes

3.4.6

Surface codes

3.5

Operations in the stabilizer formalism

3.5.1

Clifford unitaries

3.5.2

Pauli measurements

4

Fault-tolerant quantum computation

We now transition from quantum memory to quantum computation.

4.1

Transversal quantum gates

4.2

Gates by state injection and magic state distillation

4.3

The threshold theorem of fault-tolerant quantum computation

4.4

Value of the error threshold and overhead scaling

5

Fault-tolerance and quantum computer architecture

5.1

Physical constraints on quantum computer hardware: connectivity

5.2

Fault-tolerant quantum computation with the surface code

5.3

Other topological quantum codes: color codes and color subsystem codes

6

Error mitigation in the NISQ era

A

Examples of quantum algorithms

A.1

The Deutsch-Jozsa algorithm

We present here the simplest case of the Deutsch-Jozsa (DJ) algorithm, based on functions of only
a single bit6 . The algorithm has no practical application; rather, it drives home a fundamental
point. Specifically, it demonstrates that certain computational problems cannot be solved as fast
classically as they can be solved quantum mechanically, thus establishing the inequivalence of the
6

It is a deterministic version of Deutsch’s original algorithm of 1985.
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two computational frameworks. This wasn’t at all clear in 1985 and 1992 when the DJ algorithm,
in different degrees of generality, was found.
The task solved by the DJ algorithm is the following: Consider a function f : Z2 −→ Z2 , which
is either constant (f (0) = f (1)), or balanced (f (1) = f (0) + 1 mod 2). Querrying an oracle which
evaluates the function f , how many oracle calls are required to verify whether f is constant or
balanced? For clarification, an oracle is a device we can probe with questions. The oracle answers
those questions, but we have no idea what’s going on inside it.
Classically, two oracle calls are required. The function must be evaluated on both possible
inputs to decide the question.
Quantum-mechanically, a single oracle call suffices. This assumes we have a quantum oracle
accepting calls in superposition. Moreover, we require the oracle to be a deterministic quantum
operation, i.e., a unitary. The quantum oracle is a slight generalization of the two-qubit CNOT
gate which we have already met. It has the following action
|ai ⊗ |bi −→ |ai ⊗ |b + f (a)

mod 2i.

(81)

As can be easily verified, this gate action is indeed unitary, for every function f . The DJ algorithm
√
√
proceeds by querying the oracle with the input state |0i+|1i
⊗ |0i−|1i
, and then measuring the first
2
2
qubit in the eigenbasis of σx .
To see what’s going on, let’s first check what the oracle (81) returns when queried with the
√
input |0i ⊗ |0i−|1i
:
2
(81)
|0 + f (0)
|0i − |1i
−→ |0i ⊗
|0i ⊗ √
2

mod 2i − |1 + f (0)
√
2

mod 2i

= (−1)f (0) |0i ⊗

|0i − |1i
√
.
2

Note that neither the state of the first nor the second qubit have changed, only the overall phase.
This is called a phase kickback.
√
Likewise, when the quantum oracle is queried with the input state |1i ⊗ |0i−|1i
, we find
2
0i ⊗

(81)
|0i − |1i
|0i − |1i
√
−→ (−1)f (1) |1i ⊗ √
.
2
2

Again, the action of the oracle amounts to the kickback of a global phase. By querying the oracle in
a superposition of the two above states, the kickback phases become relative and thus measurable,
(81)
|0i + (−1)f (1)−f (0) |1i |0i − |1i
|0i + |1i |0i − |1i
√
√
−→ (−1)f (0)
⊗ √
⊗ √
.
2
2
2
2
Thus, the information of whether f is constant
or balanced
can indeed
√
√ be inferred from the mea
surement of the first qubit in the basis (|0i + |1i)/ 2, |0i − |1i/ 2 , after a single call of the
quantum oracle.

A.2

Shor’s factoring algorithm

Shor’s factoring algorithm breaks the cryptography system RSA. RSA is in widespread use today,
e.g. for encrypting email and sending credit card information.
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A.2.1

RSA

Suppose Allice (A) wants to purchase a book at some internet store “Books.com” (B) via internet,
and for this purpose needs to send her credit card information. We assume that there is an
eavesdropper tapping into the communication between A and B. How can an eavesdropper be
prevented from learning Alice’s secrets?–Here is the RSA protocol:
1. B picks two very large prime numbers, p and q, and computes N = pq. N is sent to A, but
anyone can listen. N is public information, while p and q are not.
2. A uses N to encode her credit card number, or whatever piece of secret information, N : c → c,
and sends c to B. Again this information is sent over a public channel, so everyone can listen.
3. B decodes c, using p and q.
Let’s review what’s public and what is private in this protocol: The prime factors p and q are
private, i.e., only known by B. Their product N = pq is public. The point of the protocol is that
the public information N is sufficient to encode information, but the private information p, q is
required to decode it. So, using the public N , everyone can send encrypted messages around, but
only B can read them.
But how is the public information N any less than the private information p, q? Once N is
known, its prime factors are uniquely specified and can be computed explicitly. However, as far as
is known, decomposing numbers into their prime factors, even if there are only two of them, is a
very hard computational problem. This is in stark contrast to the inverse problem of multiplying
(prime) numbers, which is computationally efficient. The problem of decomposing an integer into
prime factors is not even provably hard. It is just that, after much trying, no efficient classical
algorithm has been found. The RSA crypto system is built on the computational assumption that
factoring is hard.
This assumption is known to fail when we can apply a quantum computer to the factoring
problem. The runtime of Shor’s quantum algorithm is

TQM = O ld(N )2 ,
(82)
where ld(N ) is the number of digits of N . This complexity is similar to multiplying numbers on a
classical machine. To the contrary, the best known classical algorithm for factoring has a runtime



Tclass = O exp ld(N )1/3 .
(83)
This is much worse. The scaling is not quite exponential but worse than any polynomial function
in ld(N ).
A.2.2

Shor’s algorithm

Recall that the task is to factor an integer N = pq into its prime factors p and q. Around the
try quantum algorithm, there is a some classical pre- and post processing. The whole procedure
consists of the following steps:
1. Choose an integer m and compute gcd(m, N ). If the gcd is 1, then go to step 2. otherwise
you are done! Note that the gcd can be efficiently computed by Euklid’s algorithm.
2. Use a quantum computer to determine the period P of the function a 7→ ma mod N .
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3. Check whether P is even or odd. If P is odd, then go back to step 1 (this happens with a
probability of 1/4). If P is even then continue.
By definition of the period P we have mP mod N = 1. Therefore,



mP/2 − 1 mP/2 + 1
mod N = 0.

(84)



Now, if mP/2 − 1 mod N = 0 or mP/2 + 1 mod N = 0 then go back to step 1 (this
happens with a probability of 1/2). Otherwise continue to step 4.

4. Compute d = gcd mP/2 − 1, N and output it. d is a prime factor of N .
Let’s verify why, in the last step of the above algorithm, d is indeed a prime factor of N as claimed.
Eq. (84) above means that



mP/2 − 1 mP/2 + 1 = k N = k pq, k ∈ N.
We write k = c1 c2 where upon prime factor decomposition, c1 appears in the first factor and c2 in
the second. Then there are a priori four possible cases.
Case 1: mP/2 − 1 = c1 . Hence, mP/2 + 1 = c2 N , which in Step 3 leads to starting over. It
violates the condition for reaching Step 4.
Case 2: mP/2 − 1 = c1 p. Then there are two sub-cases. (a) c1 is not a multiple of q. Then,
gcd(mP/2 − 1, N ) = p. A prime factor of N is thus identified. (b) c1 is a multiple of q. Then,
mP/2 − 1 mod N = 0, hence violates the condition for reaching Step 4.
Case 3: mP/2 − 1 = c1 q. The discussion is the same as in Case 2; a prime factor of N is thus
identified.
Case 4: mP/2 −1 = c1 pq. Then, mP/2 −1 mod N = 0, hence violates the condition for reaching
Step 4.
Thus, in all cases where Step 4 is reached, a prime factor of N is identified.
A.2.3

The quantum part: finding the period P

Shor’s quantum algorithm uses two quantum registers, i.e., two sets of quantum bits,
|register 1i ∈ H1 = (C2 )2L ,
|register 2i ∈ H2 = (C2 )L ,
where L = dld(N )e. Thus, register 1 can hold a number of size ∼ N 2 , and register 2 a number of
size N . We assume that register 1 is initialized in the state
2L

2 −1
1 X
|register 1i = L
|ai,
2
a=0

and register 2 is prepared in the state |0i, i.e., all belonging qubits are individually prepared in the
state |0i. The quantum algorithm then consists of four steps:
1. Modular exponentiation. The operation of modular exponentiation is defined on the eigenstates of the σz -basis (=the computational basis) by
|ai ⊗ |ci 7→ |ai ⊗ |c + ma
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mod N i.

(85)

By linearity of QM, the operation is then defined on all input quantum states. It is easily
verified that it is unitary. Since modular exponentiation is classically efficient on a single
input, by the reversible computing techniques described in the previous section, the quantum
modular exponentiation operation Eq. (85) can be efficiently realized.
On the given input, the modular exponentiation produces the state (of both quantum registers) is
22L −1
1 X
|Ψstep 1 i = L
|ai ⊗ |ma mod N i.
2
a=0

2. Measurement of register 2. The second register is measured in the computational basis.
Denote the outcome by s = (s1 , s2 , .., sL ).7 The resulting state of the quantum registers is
X
|ai ⊗ |si.
|Ψstep 2 i ∼
a| ma mod N =s

Because of the periodicity of the function a 7→ ma , we may rewrite this as
X
|Ψstep 2 i ∼
|a0 + nP i ⊗ |si,
n∈N|0≤a0 +nP <22L

where a0 is defined via ma0 = s. The key point to note here is that that hi| ⊗ hs|Ψstep 2 i is a
periodic function in i with period P , composed of a bunch of δ-peaks.
It shall be noted that measuring the quantum register in the computational basis (=eigenbasis of the individual σz ’s) reveals no information about the period. This arises because
of the random offset a0 (s) in the peak locations. In a first such measurement, we obtain
a random peak location a0 (s) + nP , for some n. After that measurement the state of the
quantum register is destroyed, and the computation needs to start over. In a second run,
the measurement of register 2 will lead an outcome s0 , and, correspondingly, the subsequent
measurement of a peak position in register 1 will yield a0 (s0 ) + n0 P , for some n0 ∈ N. Since
the offsets are in general random an distinct in runs 1 and 2, nothing can be learned about
P from those measurements.
3. Instead, before measuring in the computational basis, we perform a quantum Fourier transform on register 1. The quantum Fourier transform (QFT) is defined is defined via
M −1
1 X 2πi/M jk
|ji 7→
e
|ki,
M

(86)

k=0

where, in our case, M = 22L . The QFT is a close analogue of the classical Fourier transform,
and its circuit implementation, which is based on the fast Fourier transform, is efficient.
P
The effect of the QFT on |Ψstep 2 i with the amplitudes hi| ⊗ hs|Ψstep 2 i ∼ n δ(a0 (s) + nP, i)
is to produce another periodic function composed of δ-peaks, but in the Fourier transform
the peak locations are integer multiples of
P0 =
7

22L
.
P

(87)

The outcome s does not matter for the remainder of the algorithm, and indeed, the measurement does not
even need to be performed. However, to understand what’s going on, its easier to assume that the measurement is
performed.
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Note in particular that the dependence of the peak locations on a0 (s) has disappeared! The
2L
dependence on a0 (s) has moved into an exponential factor e2πia0 (s)/2 k in the wave function
Ψ(k) after QFT, which does not affect the measurement probabilities in the computational
basis.
Now, repeated runs of the algorithm yield a collection of integer multiples of P 0 , one multiple
in each run of the algorithm. Now, having a few such multiples (with unknown integer
multipliers), P 0 can with high probability of success be extracted by computing the gcd of
these P 0 -multiples. The original period P can then be obtained from P 0 via Eq. (87).
Remark: The analysis of the last step in Shor’s factoring algorithm above is greatly simplified. As
is apparent from Eq. (87), if P is an integer (which it is) then P 0 will in general not be. In other
words, the δ-peaks in the state of register 1 after the QFT will be necessarily broadened. In fact,
the size 2L of this register was chosen to limit the extent of this broadening, but the broadening
cannot be eliminated altogether. Thus, at the level of integer spacings, the measured multiples of P 0
have errors. Now, the computation of gcd-s does not tolerate any such errors, and it can therefore
not be straightforwardly applied. A variant that can cope with the unavoidable imperfections in
the measured multiples of P 0 is the method of continued fractions; See e.g. [21].
A.2.4

The Quantum Fourier Transform

In the above quantum algorithm, we have assumed that the quantum Fourier transform can be
efficiently performed. We still need to show that this is indeed the case.
We denote the binary representation of a the real number x ∈ [0, 1) = x20 + x41 + x82 + ... as
[0.x1 x2 x3 ..]. With this, for a quantum register of 2L qubits (M = 22L ) and a state |xi in the
computational basis,
x = 22L x = 22L−1 x1 + 22L−2 x2 + ... + 20 x2L ,
(88)
it holds that
QFT(|xi) =


 
1 
√
|0i1 + |1i1 e2πi [0.x1 x2 ..] ⊗ |0i2 + |1i2 e2πi [0.x2 x3 ..] ⊗ ..
M

 

⊗ |0i2L−1 + |1i2L−1 e2πi [0.x2L−1 x2L ] ⊗ |0i2L + |1i2L e2πi [0.x2L ] .

(89)

Based on this property, the QFT can be realized by an efficient quantum circuit as follows. Denote




1
1
1
0
1 1
∼
∼
H=√
, Rm = √
.
2πi/2m
2 1 −1
2 0 e
The quantum circuit for QFT is displayed in Fig. 11. It is composed of Hadamard gates H, and
controlled rotations Rm .
Proof of Eq. (89). Similar to the expansion of the argument x to the QFT, we expand the
“wave number” k appearing on the r.h.s. of Eq. (86) as
k = k1 + 2k2 + 4k3 + ... + 22L−1 k2L .
Differing from Eq. (88), k0 is the lowest-significant bit of k.
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x1
x2

H R2 R3

|0i + |1ie2πi[0.x1 x2 x3 ..]

H R2

R2L-1

|0i + |1ie2πi[0.x2 x3 x4 ..]

...

x3
x

|0i + |1ie2πi[0.x3 x4 x5 ..]

|0i + |1ie2πi[0.x2L ]

2L

Figure 11: Circuit for the quantum Fourier transform. The dashed blue line indicates a repeating
block (shrinking by 1 qubit in each application).

We may write
2L

QFT(|xi) =

2 −1
1 X 2πi/M k1 x 2πi/M 2k2 x 2πi/M 22L−1 k2L x
√
e
e
..e
|k1 , k2 , .., k2L i
M k=0
2L

=
=

2 −1
1 X 2πik1 [0.x1 x2 ..] 2πik2 [0.x2 x3 ..] 2πik2L [0.x2L ]
√
e
e
..e
|k1 , k2 , .., k2L i
M k=0
 

1 
√
|0i1 + |1i2 e2πi[0.x1 x2 ..] ⊗ |0i2 + |1i2 e2πi [0.x2 x3 ..] ⊗ ..
M

 


⊗ |0i2L−1 + |1i2L−1 e2πi [0.x2L−1 x2L ] ⊗ |0i2L + |1i2L e2πi [0.x2L ] .
This proves Eq. (89).

B
B.1

Quantum cryptography and the quantum repeater
Classical cryptography: the one-time pad

There are two basic desiderata for a cryptography protocol, namely that it is
(a) unconditionally secure, and
(b) practical.
Classically, one can have either, but not both. The RSA protocol, which is used today for credit card
transactions, is practical but its security is not unconditional. Rather, it rests on a computational
assumption. We will meet the RSA protocol later in Section ?? on quantum computation.
There is a classical cryptographic protocol, the so-called one-time pad, which is unconditionally
secure, but not very practical. Namely, the sender and receiver must share a secret key before they
can communicate. Thus, secure communication is possible in this fashion only between parties that
have met beforehand. The protocol is as follows.
One time pad
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1. The communicating parties A and B share a random bit string r, e.g.
r = (000101010100110101011011..)
That is, A holds a copy of r, and B does too.
2. A wants to send a message m, which for simplicity contains as many bits as r. A computes
c := m ⊕ r,
where “⊕” denotes component-wise addition mod 2, and broadcasts c to the world.
3. B receives the encoded message c, and computes
c ⊕ r = m ⊕ r ⊕ r = m.
The message m is thus successfully transmitted.
This transmission is unconditionally secure, in theory. Namely, the encoded message c which is
publicly shared is as random a bit string as r. It is non-random only to the parties A and B which
hold the key. In practice, the security of the protocol is known to have been compromised, as
submarine captains may have run low on key and used it multiple times.

B.2

Quantum cryptography

The quantum cryptography protocol we discuss here creates a random key without the communicating parties having to meet. It inherits the unconditional security of the one-time pad but at the
same time is practical. The procedure is as follows:
1. The communicating parties A and B share a large number of Bell states |Φ00 i⊗n .
2. A and B randomly measure their halves of Bell pairs either in the Z or X basis.
3. A and B make public their choices of measurement bases (not outcomes).
4. The measurement outcomes on the qubit pairs where the measurement bases agreed form the
key. Of this key, B publishes a small subset of bits.
5. A compares the measurement outcomes published by B to her own. If there is perfect agreement, the remainder of the key is kept. Otherwise the protocol is aborted. (not establishing
communication is not a failure, only being eavesdropped is.
Why is this protocol secure? In short, an eavesdropper “Eve” cannot learn anything without leaving
a trace. Quantum measurement disturbs the measured quantum state.
Let’s first look at a specific strategy that Eve might use. She might entangle herself with every
Bell pair that A and B, henceforth “Alice” and “Bob”, hold. A particular way of doing this is as
follows:
|000iABE + |111iABE
√
|Φ00 iAB 7→ |GHZiABE =
.
2
For this state, the reduced density matrix of Alice and Eve is
ρAE =

|00iAE h00| + |11iAE h11|
.
2
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Thus, Alice and Eve are perfectly correlated if Alice measures in the Z-basis (and subsequently
tells the world), and they are completely uncorrelated if Alice measures in the X-basis. Thus, on
average, with the above strategy, Alice learns 1/2 bit of key per round.
Now let’s look at the reduced density matrix between Alice and Bob. It is
ρAB =

|00iAB h00| + |11iAB h11|
.
2

Thus, when Alice and Bob both measure in the Z-basis, they find perfectly correlated outcomes,
and if they measure both in the X-basis they find uncorrelated outcomes. Thus, in 1/4 of the key
have mismatch. This is the trace that Eve leaves in return for learning a fraction of key. Alice and
Bob find out about this eavesdropper pretty quickly.
A slightly more general argument for the security of the protocol is a s follows. We assume
that Eve entangles herself with one Bell pair at a time (a strong assumption), and that apart from
the actions of Eve, there are no errors in the protocol. Then, the measurements of Alice and Bob
amount to state tomography on Bell pairs. If they find that their outcomes for Z-measurements
always match and their outcomes for X-measurements always match, then (mind the extrapolation
from finite amounts of data) they can infer that the states that were distributed satisfied the
stabilizer conditions Eq. (18). These relations define Bell states uniquely. But Bell states are pure,
and cannot be correlated with anything else. In particular with an eavesdropper.
A proper discussion of the security of quantum cryptography must take into account noise, and
correlated attacks of an eavesdropper. This is out of scope for this lecture. Anyone interested is
referred to the research literature; see e.g. [27], [28].

B.3

The quantum repeater

We have invoked Bell pairs shared between earth and moon to illustrate the weirdness of quantum
mechanics, and Bell pairs shared between Vancouver and Toronto in the discussion of quantum
cryptography. But how are Bell pairs actually distributed across large distances?
Sure, we could create them locally and then send one half of them off. But remember; we
need Bell pairs of high quality. If a photonic qubit, for example, is sent through a fibre, it will
deteriorate with the distance travelled. Hence, for this naive protocol of distributing Bell pairs there
is a distance limit. This limitation is overcome by the quantum repeater. It allows for creation of
Ball pairs across arbitrary distances L, at an operational cost Poly(L).
Half of the protocol is entanglement swapping, which we already discussed. Its purpose is to
double the spatial extension of a Bell pair. The flipside of the protocol is that thereunder the
quality of the Bell pairs degrades. Two Bell pairs of fidelity F w.r.t. the perfect Bell state are fed
into the protocol; and the Bell state that comes out has a lower fidelity F 0 .
If entanglement swapping is just repeated, the fidelity will drop further and the resulting state
eventually becomes classical. To counteract this, we need a procedure to bring the fidelity F 0
back up to the initial value of F . Such a procedure exists. It is called entanglement distillation.
We discuss it here for two reasons: first it is needed to complete the discussion of long distance
quantum cryptography, but second, it is the simplest error correction/detection protocol there is.
The field of quantum error correction and fault-tolerant quantum computation is outside the scope
of this lecture; but nonetheless its worth seeing at least a glimpse of it. Decoherence is a formidable
problem for a quantum computer. Theory has devised techniques for overcoming decoherence, and
it is a focus of current experimental work to show that these techniques work in practice.
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Figure 12: The two rounds of the entanglement distillation protocol.

Entanglement distillation works as follows. It consumes four Bell states of a fidelity Fin to
produce one Bell state of a higher fidelity Fout if the protocol succeeds, and no quantum output if
it fails. The success probability approaches unity in the limit of high input fidelities.
The protocol consists of two rounds. Either round consumes two Bell states and outputs one
or none. The circuit diagrams for the two rounds are displayed in Fig. 12.
To explain the protocol, we introduce our first quantum gate, the CNOT gate, acting on a
control qubit “c” and a target qubit “t”. By linearity of quantum mechanics, it suffices to describe
the gate action on basis. Here the computational basis (eigenbasis of Z) is suitable.
|iic ⊗ |jit 7→ |iic ⊗ |i + j

mod 2it .

(90)

This way of defining the CNOT makes clear the relation with its classical counterpart, the XOR
gate. An equivalent, perhaps more quantum mechanical way of defining the CNOT is
CNOT(c, t) = |0ic h0| ⊗ It + |1ic h1| ⊗ Xt .

(91)

Often, the CNOT gate is denoted as Λ(X); “Λ” indicating that it is a controlled gate, and “X”
indicating that the controlled operation is a Pauli spin flip X.
The CNOT gate has the following elementary properties: (i) Λ(X)2c,t = I, (ii) Λ(X)†c,t = Λ(X)c,t ,
and (iii) Λ(X)c,t is unitary. (Show them!)
We now explain the functioning of Round 1 of the protocol. Its purpose is to “repair” the
ZZ-correlations in the Bell pair, i.e., to achieve hZA Zb iout > hZA Zb iin . The protocol is as follows.
Bell state distillation—Round 1.
1. CNOT gates are performed both at location A and B, as indicated in Fig. 12.
2. The qubits A : 1 and B : 1 are measured in the Z-basis, obtaining outcomes λA and λB ,
respectively.
3. The measurement outcomes are compared. If λA = λB , then the state of the unmeasured
qubits is passed to round 2. If λA 6= λB , the state of the unmeasured qubits is discarded.
To explain the protocol, we first observe the relation
Λ(X)A:2,A:1 Λ(X)B:2,B:1 |Φij iA:1,B:1 ⊗ |Φkl iA:2,B:2 = |Φi⊕k,j iA:1,B:1 ⊗ |Φk,j⊕l iA:2,B:2 .

(92)

Therein, e.g. A : 2 is the second qubit of party A, and “⊕” denotes addition mod 2. We will first
use the Eq. (92), and prove its correctness later.
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We assume the following decoherence model for the incoming Bell states,
ρBell:in = (1 − 3p)|Φ00 ihΦ00 | + p (|Φ01 ihΦ01 | + |Φ10 ihΦ10 | + |Φ11 ihΦ11 |) .
That is,
• With probability of (1 − 3p) (large) we have the intended Bell state,
• And with a small probability p we have either one of the three remaining Bell states.
The above special error model is not essential, but it simplifies the analysis. That’s why we use it
here. We now expand in powers of our small parameter p.
Order p0 . To lowest order, we have only one term, |Φ00 iA:1,B:1 hΦ00 | ⊗ |Φ00 iA:2,B:2 hΦ00 |. The
action of the CNOT-gates is, cf. Eq. (92),
|Φ00 iA:1,B:1 ⊗ |Φ00 iA:2,B:2 7→ |Φ00 iA:1,B:1 ⊗ |Φ00 iA:2,B:2 .
There is no change. A perfectly good Bell state is passed on. The protocol succeeds.
Order p1 . There is numerous terms to consider here. We focus on one now, and a second one
later. Consider the update under bilateral CNOT
|Φ00 iA:1,B:1 ⊗ |Φ10 iA:2,B:2 7→ |Φ10 iA:1,B:1 ⊗ |Φ10 iA:2,B:2 .
Recall Eq. (19): ZA:1 ZB:1 |Φ10 iA:1,B:1 = −|Φ10 iA:1,B:1 . Thus, the Z-measurements in Step 2 of the
protocol will be ant-correlated, and hence no quantum state be outputted in Step 3. This is again
a success, for the second copy is polluted.
Order p2 .

There is again numerous terms to consider. We focus on
|Φ10 iA:1,B:1 ⊗ |Φ10 iA:2,B:2 7→ |Φ00 iA:1,B:1 ⊗ |Φ10 iA:2,B:2 .

Again with Eq. (19), the Z-measurements in Step 2 of the protocol agree, and thus the test is
passed. A quantum state is passed on to round 2. However, this means that the protocol failed.
The passed-on quantum state |Φ10 iA:2,B:2 contains an error precisely of the kind the protocol sought
to eliminate.
After the discussion of all pertaining terms, we find that the protocol succeeds at orders p0
and p1 , and fails at order p2 . But that is OK. The incoming states contained errors affecting the
ZZ-correlations at order p, and the outgoing states only at order p2 . If p is small enough, then
such errors get suppressed. They can be made arbitrarily small by repetition of the protocol.
The discussion of Round 2 is analogous.
Backpropagation of error. There is one further effect which merits discussion, as it is a general
feature in quantum error correction protocols: back propagation. With Eq. (92),
|Φ01 i ⊗ |Φ00 i 7→ |Φ01 i ⊗ |Φ00 i.
The measurements in Step 2 agree, and the Bell state on the unmeasured system is passed on. This
state is defective, and furthermore has been compromised only during the quantum error-correction
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protocol—it was perfect to begin with. This effect is called error back propagation. It’s lamentable
but not avoidable. Quantum error correction protocols need to be designed in such a way that
error back propagation does not compromise the functioning of circuitry.
In the present case, the error is introduced into the hXXi correlations which are checked in the
second round. And so, back propagation reduces the success probability of the distillation circuit,
but in next-to-leading order at least does not introduce errors in the outputted quantum state.
Proof of Eq. (92). This is an exercise in the stabilizer formalism. First, we ask: if a quantum
state |ψi satisfies the stabilizer relation g|ψi = |ψi, can a stabilizer relation be established for a
transformed state |φi = U |ψi?–The answer is Yes, and its easy to see.
|φi = U |ψi
= U g|ψi 
= U gU †  U |ψi
= U gU † |φi.
We will apply this relation for U = Λ(X) in the entanglement distillation protocol.
Further we have the relations
Λ(X)c,t Zc Λ(X)†c,t = Zc ,
Λ(X)c,t Zt Λ(X)†c,t = Zc ⊗ Zt ,
Λ(X)c,t Xc Λ(X)†c,t = Xc ⊗ Xt , Λ(X)c,t Xt Λ(X)†c,t = Xt ⊗ Zt .

(93)

We leave the proof of these relations as an exercise.
We now consider a product of two Bell states, |Φij iA:1,B:1 ⊗ |Φkl iA:2,B:2 coming into the distillation protocol, and the update of its stabilizer under the two CNOT gates. With Eq. (93) we find
(−1)j XA:1 XB:1
(−1)l XA:2 XB:2
(−1)i ZA:1 ZB:1
(−1)k ZA:2 ZB:2

7→
7→
7→
7→

(−1)j XA:1 XB:1
(−1)l XA:1 XB:1 XA:2 XB:2
(−1)i ZA:1 ZB:1 ZA:2 ZB:2
(−1)k ZA:2 ZB:2 .

(94)

Since the stabilizer is a group, we find that for the outgoing state, the observables
(−1)j+l XA:2 XB:2 , (−1)i+k ZA:1 ZB:1

(95)

are also in its stabilizer. Thus, with the first and the fourth line of Eq. (94) and (95), comparing
with Eq. (19), we find that the outgoing state is indeed |Φi⊕k,j iA:1,B:1 ⊗ |Φk,j⊕l iA:2,B:2 . This proves
Eq. (92).
Computational cost. For sufficiently high initial fidelities, one round of distillation suffices
between successive rounds of entanglement swapping. If the success probability of distillation is P
(a function of the state fidelity not explicitly worked out here), then, on average, 8/P Bell pairs are
needed to double the distance. Thus, if m is the number of repetitions of length doublings, the total
operational cost is ∼ (8/P )m , and the total length covered is L = 2m L0 . Thus, the operational
cost C(L) as a function of L is
C(L) ∼ Lγ , with γ = 3 + log2
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Writing tasks

C.1

ToDo

1.

C.2

Done

1. (12/11/20)[12/10/20] Shorten the section on the circuit model (background).
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