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Measuring the Flux of Cosmic-Ray Muons 

UBC Physics & Astronomy / PHYS 409 

1 Introduction 
The Standard Model of particle physics successfully describes the most fundamental 
building blocks of our universe and their interactions as observed through the second 
half of the 20th Century; as of this writing, only one of the few dozen particles the theory 
includes remains to be experimentally verified. You are already familiar with the first 
two fundamental particles to have been discovered: the photon, and the electron. The 
electron is one of the 6 electromagnetically charged leptons in the model (leptons are 
defined as the spin 1/2 fundamental particles which do not interact by the strong force1). 
In this experiment, you will get an experimental introduction to the next electrically 
charged lepton to be discovered: the muon. 

The muon is a lot like the electron, except for two things: it’s about 200 times heavier, 
and it’s unstable. In order to probe their properties, we need a convenient source of 
muons; nature has made such a source available, in the form of showers from cosmic 
rays. Cosmic rays, typically protons ejected at extremely high energies from supernovae, 
collide with nuclei in the upper atmosphere, causing a powerful reaction which produces 
a shower of new particles, muons among them. Look up the typical muon flux at Earth’s 
surface to get a feel for just how intensely the upper atmosphere is being constantly 
bombarded by byproducts of astrophysical phenomena! In this experiment, you will use 
two detectors which each sends a signal when a muon passes through it; the number of 
times a muon crosses both detectors will enable you to find the flux of muons. You will 
be measuring the angular dependence of the cosmic ray muons flux at sea level. 

2 Apparatus 
This experiment is partly an exercise in equipment debugging. When doing any 
experiment, one of your most important responsibilities is to ensure each and every 
piece of equipment is operating as you expect and understand - never, ever trust 
anything out of the box! Assume everything is completely broken until you personally 
confirm otherwise. At each step, check on a digital oscilloscope what the output of each 
piece of equipment is, draw the waveform in your lab book, and make sure you 
understand all the features you observe. Quirks you can’t explain have a habit of 
exploding into disasters later on! 

                                                             
1 For those not familiar with the Standard Model, it includes three forces: the electromagnetic, strong 

nuclear, and weak nuclear forces. The strong nuclear force is responsible for holding the nuclei of atoms 
together; the weak nuclear force governs some decays, including that of the muon as well as nuclear β decay. 
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The hardware in this experiment is a lot like what you’ll use in a real nuclear 
experiment at a lab like TRIUMF or CERN; it can be divided into two main categories: 
detector hardware and signal processing hardware. 

2.1 Detector Hardware 

The first tool in any experiment is the detector that responds to the physical phenomena 
you want to examine. In particle physics experiments, the mechanism for detection is 
almost always an electromagnetic interaction between a detector and an electrically 
charged particle; E/M interactions are the easiest to use since they are long range (unlike 
the strong and weak nuclear forces), and much stronger than the gravitational attraction 
between objects at this scale. Even so, a particle with a single electric charge of about 
10−19C will not on its own make a signal big enough to easily measure with typical 
equipment, so most detectors will have some form of preamplifier that receives the raw 
signal from the active detector elements and amplifies it to a usable size for the rest of 
the electronics. 

In this experiment, your active detector element will be a collection of scintillators, 
which respond to charged particles by emitting light; your preamplification will be done 
using photomultiplier tubes, a very sensitive and widely used device that can produce a 
large voltage signal output in response to only a few photons worth of stimulus. 

2.1.1 Scintillators 

A scintillator is usually a piece of special plastic that emits a flash of light when a charged 
particle travels within it. You have 2 large scintillators on your lab bench, sealed in black 
plastic to keep background light out. When a muon enters one of your scintillators, the 
detector produces some photons that the downstream electronics will register. We use 2 
scintillators in order to measure the flux of muons in a specific range of angles; muons 
crossing both scintillators have to be incident at an angle in that given range. You should 
calculate the angular range of the setup along with your uncertainty on the apparature 
and muon path angles. 

2.1.2 Photomultiplier Tubes 

Very little energy is deposited in the scintillator by the charged particles that travel 
within them; in order to translate the weak pulse of light produced by the plastic into a 
convenient signal, you’ll use the two photomultiplier tubes attached directly to the ends 
of each of your scintillating blocks. A cartoon of a photomultiplier tube can be seen in 
Figure 1. 

At the face of the PMT directly adjacent to the scintillator is a photocathode, which 
will absorb photons from the scintillator and emit electrons via the photoelectric effect. 
These photoelectrons are accelerated towards a high voltage dynode; upon impact, this 
electron causes a shower of additional electrons to be emitted from the dynode. All these  
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Figure 1: The inner workings and output voltage shape of a typical PMT. The symbol γ is 
commonly used by particle physicists to represent a photon. 

electrons are accelerated towards a second dynode, and each make a shower there, thus 
multiplying the size of the current at each dynode; this process is repeated several times, 
until the current is large enough to be easily measured as a voltage pulse in the anode 
wire at the end. 

In order for your PMTs to function in this way, a high voltage must be applied to the 
dynodes. Make sure both of your PMTs are plugged in: there should be a coax running 
from the ‘EHT-VE’ terminal on the back of each PMT, to a port on the back of the power 
supply. Before turning on the power supply on your crate; make sure the High Voltage 
Power Supply s turned off to begin with. Once the operating voltage is set to 1700 V, turn 
on the HV Power Supply to apply the bias to your amplifiers. 

The most important step in any experiment with a long chain of devices processing 
your signal, is to make sure you understand the signal shape and response at every step. 
Get a digital oscilloscope and plug each of your PMT outputs in turn, and examine the 
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signals they are outputting on their ‘ANODE’ channel. Are they all doing the same thing? 
Is it what you expect? Show one of the staff and discuss the shape with them. DO NOT 
ATTEMPT TO MOVE ON until you are sure that each PMT is operating correctly! 

2.2 Signal Processing Hardware 

Now that you have healthy raw voltage signals coming out of your PMTs, you can start 
processing this signal to get the best possible results. The most important roles of signal 
processing are the rejection of noise and background so you can get the most precise and 
unbiased measurement possible, signal shaping to facilitate optimal electronics 
operation, and finally turning these voltages into digitized information that your 
computer can record for analysis. You will be using a chain of several such devices: Quad 
Discriminators will reject PMT pulses that are too small to be signal, and only pass the 
larger pulses from muons as square logic pulses; the Quad Coincidence module will 
further suppress noise by demanding coincidences between the PMTs on the different 
scintillators. The Quad Coincidence module’s output will be fed to a digitizer, which 
changes this pulse height into information that can be histogrammed and viewed on your 
computer. WARNING: The threshold and width screws are very delicate. Use a light 
touch and do no push them in. 

2.2.1 Quad Discriminator Module 

If you carefully watch the raw output of your PMTs, you should see a fast stream of 
signals which are all the same shape, but different sizes. The size of a real (‘real’ = not 
noise) PMT pulse is proportional to the amount of energy deposited in the scintillator; a 
high-momentum cosmic muon stopping in the plastic deposits a large amount of energy, 
and so the largest of these PMT pulses correspond to these crossing muons. The smallest 
pulses correspond to noise in the PMT electronics. The job of the quad discriminators is 
to only accept pulses that are big enough to probably be muon signals, and reject the 
many smaller pulses produced by electronics noise. This is the most involved step of the 
experimental setup, but is also among the most important. 

Your goal is to set the discrimination threshold of each quad discriminator (there is 
one for each PMT) to be low enough to accept muons, and high enough to reject as much 
noise as possible; in order to do this, you’ll need to first get a feel for what size the muon 
signals typically are. Keep looking at the output from your favorite PMT on the scope like 
before, and try to figure out how to produce a voltage profile that shows a muon signal. 
Show one of the staff and discuss what you see there; this would be a very good thing to 
print out and put in your lab book! 

Now that you know what you’re looking for, spend some time designing a procedure 
for setting the quad discriminator levels correctly. You can change the threshold on each 
discriminator by inserting a screwdriver into the small hole labeled ‘THR’; clockwise 
turns raise the threshold (i.e. demands larger PMT signals), and counter-clockwise turns 
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lower it (accepts smaller PMT signals). This step is made really tricky by the fact that you 
can never directly see the threshold levels of your discriminators! You have to infer 
where they are from other information. If you’re having trouble, consider reading the 
next section on the quad coincidence module and imagining how you can use them to 
help you set your discriminator levels. 

2.2.2 Quad Coincidence Module 

As discussed above, we are relying on our detector to produce coincidences between 
PMTs from real leptons in the scintillators, in order to help distinguish these from 
electronics noise that gets past the quad discriminators. But, the scintillating paddles on 
your worktop are a couple of meters long - if a muon crosses nearer to one end than the 
other, the signals in either PMT will be offset from one another by the difference in time 
the scintillator light takes to reach the nearer PMT versus the further one, thus ruining 
the coincidence even for a real lepton. An elegant solution to this problem comes in the 
form of coincidence counting via quad coincidence module. 

Each quad coincidence module accepts the input from a matched pair of quad 
discriminators. When a logic pulse is received on each of the input channels within a 
large window2, the quad coincidence module produces an output logic pulse. Stop and 
think about this for a bit - the result of this procedure is a quad coincidence signal that 
always comes after muon crosses both scintillating paddles, no matter where the event 
occurs along the scintillator’s length, but this fact might not be instantly obvious from the 
description given! Draw some simple timing diagrams to convince yourself that this is 
actually true, and explain what you figure out to the staff to see if you’ve got the right 
idea. 

At this point, you should be able to make a very rough estimate of the rate of muons 
incident on your detector (look up some muon flux numbers somewhere), and compare 
this to the total rate of coincidences you’re getting - are these numbers comparable? 
(They only really need to agree to an order of magnitude, since there are a lot of other 
effects we haven’t considered, such as stopping efficiency in the scintillators - this should 
be just a quick sanity check on the quad coincidence module). 

Once all is well, connect the coincidence module’s output terminal to the Easy-MCA 
box. ‘MCA’ stands for Multichannel Analyzer, and it provides the interface for your 
electronics chain to your computer. Open Maestro on the computer and play around with 
it to try and start acquiring data. If all is working correctly, Maestro will histogram the 
quad coincidence signal; you will have to collect this histogram for some time in order to 
extract the flux information you desire. 

                                                             
2 typically about 20ns - so in other words, we are actually only demanding coincidences to within this 

tolerance. Can you make a simple argument to convince yourself that all real muons crossing both 
scintillators will make coincident signals in both PMTs within this tolerance? Can you show some 
measurements that suggest that uncorrelated noise will not typically appear in both PMTs and pass the quad 
discriminators within this window? (That second one is tricky!) 
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3 Analysis 
Analysis for this experiment is relatively simple. After you believe your electronics are 
set up correctly, you must do a validation exercise to make sure everything is indeed 
functioning; let data acquire between two lab periods. Does it look reasonable by eye? 
Take the data, extract a flux at a specific setup angle, and fit it to an appropriate function3. 
Do the extracted flux and the fit to a model make sense? If not, you need to go back 
upstream to find out what’s going wrong. 

Once you have validated your electronics in this way, let it run for as long as you have 
time for. In the meantime, spend some time thinking of things you can do to improve 
your analysis. Are there other sources of error that you can quantify and include in your 
estimate? Is the background arriving at a rate you can justify? Can you quantify how well 
your data fits your model? Does the data show evidence of departure from the model 
anywhere? Why? Can you attempt to untangle the effects of having multiple sources of 
error in your sample? In an experiment like this, the more features of your data that you 
can explain quantitatively, the more people will believe your results are real and the 
more convincing your experiment will be. 

4 Conclusion 
From all this, you should have extracted a measurement of the muon flux (with error 
bars!). But as you can see, there are many things that went into this measurement! Make 
sure your lab report contains everything you can think of to quantitatively convince the 
reader of the validity of your experiment and its results; much of particle physics rests 
on convincing ourselves and our colleagues that all our electronics and models and 
assumptions came together in a way we understand to measure what we actually wanted 
to measure. In practice, this amounts to explaining quantitatively all the behaviors you 
measured; try to do this as precisely as possible, even if in some cases an order of 
magnitude estimate is the best you can do. One important example of something you will 
need to explain, is that as you have probably noticed, the flux as a function of the 
orientation of the apparatus you have measured is quite different than the models you 
may have looked up corresponding to this process; if the flux of muons is decaying faster 
than you expect as a function of the orientation of the apparatus, what does this suggest? 
Make sure you find out what the right answer to this question is, and see if you can 
include it in your model. 

                                                             
3 As for what ‘appropriate function’ means, you have two contributions to think about: signal and 

background. What kind of processes govern these two independent things, and what will they look like in 
your plot of the muon flux as a function of angle? Think of some guesses, remember the discussion in the 
introduction, and discuss it with the staff! 


